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Abstract
Cybersecurity risk is an increasingly common concern for organizations
that collect and maintain vast troves of data. In 2011, the United States
Securities and Exchange Commission (SEC) provided guidelines for how
publicly traded companies should convey these risks to potential investors. But
does this mandatory disclosure regime effectively serve this purpose in the
cybersecurity context? This Article uses machine learning and natural language
processing techniques to analyze firms’ mandatory risk disclosure statements,
predict which firms are at the greatest risk of suffering cybersecurity incidents,
and evaluate how well disclosure meets the goals of the broad regulatory
regime. More broadly, this study highlights the potential for using legally
mandated disclosures to bolster regulatory efforts, particularly in the context of
prediction policy problems.
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INTRODUCTION
“Sunlight is said to be the best of disinfectants, electric light the most
efficient policeman.”1
Do mandatory disclosure regimes help consumers and investors predict and
avoid privacy and cybersecurity problems? This Article uses machine learning,
natural language processing, and data science to explore this question and show
how regulatory agencies can strengthen mandatory disclosure regimes with
these powerful methods. It introduces “prediction policy problems” to the legal
literature, and new methods for using machine learning with text, temporal, and
financial data. Further, this Article shows how to create and deploy transparent
and explainable algorithms to bolster the administrative state, and therefore
shows a path forward for their use in law while being attentive to the fairness,
equity, and due process concerns raised by legal scholars. The main result is a
proof-of-concept that treating disclosures as a data source for machine learning
can yield dramatic improvements in allocating cybersecurity audits.
Disclosure regimes are part of a century-old approach to developing the
administrative state. In 1914, Louis Brandeis wrote a powerful statement in
response to the emergence of consolidated banks and trusts.2 He was concerned
about the power these institutions would have in American democracy and
prescribed several solutions.3 Among these was the notion that “sunlight is said
to be the best of disinfectants”—that transparency and openness were effective
means to regulate these large enterprises that could perpetuate a range of social
ills.4 At the time, Brandeis called for the creation of a government agency that
could force transparency and investigate wrongdoings.5 These ideas were the
foundation that formed what became the Federal Trade Commission. Today,
large corporations deal not only with other people’s money, but also with their
data. In addition to its historical mission of regulating unfair trade practices, the
FTC is emerging as the nation’s primary privacy regulator.6 In a similar fashion,
the Securities and Exchange Commission (SEC) positioned itself to expand its
traditional jurisdiction by regulating cybersecurity risk.7 As the agency explores
how to leverage data science and artificial intelligence to bolster its regulatory
efforts, it can provide a template for using these methods to address difficult
regulatory problems in several domains. This Article shows that state-of-the-art
data science methods can improve SEC cybersecurity audits by flagging up to
25% of cybersecurity incidents in advance, relative to the current baseline of
1. LOUIS D. BRANDEIS, OTHER PEOPLE’S MONEY AND HOW THE BANKERS USE IT 92 (1914).
2. Id.
3. Id. at 18.
4. Id. at 92.
5. Id. at 130–31.
6. FTC Issues Final Commission Report on Protecting Consumer Privacy, FED. TRADE COMM’N
(Mar. 26, 2012), https://www.ftc.gov/news-events/press-releases/2012/03/ftc-issues-final-commission-reportprotecting-consumer-privacy (“The Federal Trade Commission, [is] the nation’s chief privacy policy and
enforcement agency.”).
7. See Cybersecurity, U.S. SEC. & EXCH. COMM’N, https://www.sec.gov/spotlight/cybersecurity
(explaining that the SEC helps regulate cybersecurity) (last visited Feb. 12, 2022).

60

JOURNAL OF LAW, TECHNOLOGY & POLICY

[Vol. 2022

close to 0%. In doing so, it shows how effective and transparent algorithms can
modernize mandatory disclosure regimes and empower administrative agencies
to tackle complex problems like cybersecurity.
Over the last several decades, the United States adopted several dataprotection laws that regulate particular economic sectors that deal with
especially sensitive data. Mandatory disclosures are a popular tool for
encouraging good corporate behavior.8 “Sunlight is said to be the best of
disinfectants” is the main theory underlying mandatory-disclosure laws,9 and the
notion is that consumers and regulators can punish corporations that engage in
bad behavior. So long as there is adequate information, the public and
government agencies are well positioned to prevent the types of social ills that
stem from consolidated corporate power.
Cybersecurity incidents that result in the loss of consumer data, especially
losses attributable to external breaches, pose a serious threat to consumer
privacy. Such incidents are becoming more severe, as evidenced by recent news
headlines surrounding Cambridge Analytica10 and the Equifax breach.11 These
most recent events each implicated at least 80 million records, and their
unprecedented scale has prompted policymakers at both the federal and state
levels to consider and pass legislation to prevent future events.12 Academics
have seriously engaged in the theoretical, technical, economic, and policy
dimensions underlying privacy and cybercrime for decades, but there remain a
number of open empirical questions.
In this piece, I propose predicting cybersecurity incidents primarily by
looking at the potential risk factors a company may exhibit. Cybercriminals may
exploit vulnerabilities that can lead to massive data losses, or other catastrophic
consequences. Inadequate cybersecurity protocols can lead to permanent data
losses and economic damage. Successfully predicting cybersecurity incidents
could potentially yield enormous benefits. Compensating consumers who suffer
downstream consequences such as identity theft is challenging because it is hard
to measure the damage.13 From policymakers’ and law enforcement’s
perspective, it is difficult to identify risk factors without firms’ close
cooperation, which may be impractical. Developing a tool that uses publicly
available information to develop cyber risk profiles can help policymakers and
auditors prioritize their regulatory activities.

8. BRANDEIS, supra note 1, at 92.
9. Id.
10. Issie Lapowsky, Facebook Exposed 87 Million Users to Cambridge Analytica, WIRED (Apr. 4, 2018),
https://www.wired.com/story/facebook-exposed-87-million-users-to-cambridge-analytica
(discussing
Facebook’s improper disclosure of personal data to Cambridge Analytica).
11. Stacy Cowley, 2.5 Million More People Potentially Exposed in Equifax Breach, N.Y. TIMES (Oct. 2,
2017), https://www.nytimes.com/2017/10/02/business/equifax-breach.html (discussing data breach at Equifax
credit reporting agency).
12. Cameron F. Kerry, Why Protecting Privacy Is a Losing Game Today–And How to Change the Game,
BROOKINGS (July 12, 2018), https://www.brookings.edu/research/why-protecting-privacy-is-a-losing-gametoday-and-how-to-change-the-game (“The Cambridge Analytica stories have spawned fresh calls for some
federal privacy legislation.”).
13. See Daniel J. Solove & Danielle Keats Citron, Risk and Anxiety: A Theory of Data-Breach Harms, 96
TEX. L. REV. 737, 754–55 (2018) (describing the intangible nature of data-breach harms).
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This study utilizes the fact that the Securities and Exchange Commission
(SEC) requires numerous disclosures from publicly traded companies. In
particular, every publicly traded company must provide a statement of its risk
factors and financial statements detailing the overall health of the company.14
The goal of these disclosures is to signal potentially relevant information
to investors.15 In addition, companies must disclose financial information about
their stock performance, tax liabilities, and assets to investors and regulators.16
The SEC is generally interested in harnessing its massive troves of data for
Artificial Intelligence applications.17 This study proposes using machine
learning and Natural Language Processing (NLP) techniques to train an
algorithm that predicts future cybersecurity incidents at the firm-level based on
financial data and the text of a company’s filings. If successful, this could prove
to be a valuable tool for regulators as they attempt to identify risky companies
and to develop interventions to prevent cybercriminals from exploiting those
risks. I situate this algorithmic application in the context of the SEC’s current
cybersecurity auditing program, and advocate for using algorithmic approaches
to improve government auditing more broadly. Just as the FTC emerged in
response to the growing problem of trusts, this study highlights the potential for
the SEC to take on a similar role with regards to cybersecurity. This approach
speaks to broader regulatory problems in law and policy as it leverages publicly
available data and uses a text-as-data approach. Law is replete with text, from
court opinions to agency regulations to firm disclosures. Turning text into data
and deploying it for social good is an exciting frontier for both scholars and
policymakers, and the cybersecurity context provides a good example of this
potential.
This Article argues for improving cybersecurity audits with machine
learning. This approach makes several contributions to various literatures within
legal scholarship. It contributes to the privacy law literature by reframing
cybersecurity as a regulatory problem, rather than as mostly a litigation problem.
This reframing is important because it envisions the SEC and other regulatory
agencies taking an active role in consumer protection and privacy regulation.
Whereas individual consumers have struggled to successfully use litigation to
hold data brokers responsible for negligent privacy practices, regulatory
agencies may be better positioned to do so. In light of this reframing from
litigation to regulation, this Article also introduces the idea of treating
cybersecurity as not just a regulatory problem, but as a prediction policy
problem. In doing so, it contributes to the growing literature in administrative
law and the social sciences that deals with the use of machine learning, artificial
14. Fast Answers: How to Read a 10-K/10-Q, U.S. SEC. & EXCH. COMM’N, https://www.sec.gov/fastanswers/answersreada10khtm.html (explaining the requirements that a company must adhere to when
disclosing) (last visited Feb. 12, 2022).
15. Adam Hayes, SEC Filings: Forms you Need to Know, INVESTOPEDIA (Dec. 31, 2021),
https://www.investopedia.com/articles/fundamental-analysis/08/sec-forms.asp (“The SEC mandates . . . public
disclosures . . . to keep investors aware.”).
16. Id.
17. Scott W. Bauguess, Keynote Address at OpRisk North America: The Role of Big Data, Machine
Learning, and AI in Assessing Risks: A Regulatory Perspective (June 21, 2017) (transcript available at
https://www.sec.gov/news/speech/bauguess-big-data-ai).
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intelligence (AI), and data science to improve regulation and policy responses.
Finally, it contributes to the empirical legal studies literature by demonstrating
the promise that machine learning and natural language processing have for
complementing causal work. It is attentive to the issues with using “black box”
algorithms in law and public policy and provides a template for scholars and
policymakers interested in confronting these issues. Whereas conventional
wisdom suggests that the use of AI in law is bound to exacerbate inequalities,
infringe on equal protection, and diminish due process,18 this approach shows
how under the right circumstances and with the right tools, AI can address these
concerns and be used to promote social good—in this case by empowering
government to hold corporations accountable for privacy harms. Overall, this is
the first study that brings new computational tools and a prediction policy lens
to bear on the intersection between privacy and administrative law and lays a
foundation for similar efforts in other regulatory areas.
The main finding of this Article, as discussed in Part III, is that algorithmic
cybersecurity audits can predict up to 25% of breached firms in the following
year. Assuming the constraints on the SEC’s current cybersecurity auditing
program, this result suggests that algorithmic auditing can provide a massive
improvement over random auditing. Whereas random audits will typically fail
to flag breached firms in advance, the algorithmic approach looks promising.
This type of improvement is likely to make cybersecurity auditing far more
effective as a regulatory tool, and it contains lessons for implementing similar
methods in other areas of law. One important concept to make note of is that this
study is not a causal one, and it differs from other empirical legal studies in that
it is presenting good predictions as a useful end in and of itself.
This Article proceeds in four parts. Part I discusses the theoretical problems
with quantifying harm resulting from data breaches and why market
mechanisms and tort law are inadequate to meet the policy challenges presented
by cybersecurity risk. Instead, regulatory audits and enforcement are necessary
to address underinvestment in cybersecurity. Part II discusses the burgeoning
literature on the use of artificial intelligence and machine learning in various
areas of law. Part III presents the main empirical strategy and results. In
particular, I developed a machine-learning pipeline that leverages firm-level
financial data and the text of firms’ cyber risk disclosures to predict firms that
are most likely to suffer a cybersecurity incident. Part IV discusses the potential
for algorithmic auditing in privacy and cybersecurity law and how to develop
transparent, interpretable, and simple algorithms for regulation more broadly.
I.

CYBERSECURITY AND ADMINISTRATIVE LAW

Why does cybersecurity risk need to be regulated? This Part argues that
cybersecurity risk poses special problems that are unlikely to be addressed by
either market mechanisms or tort law. After suffering a cybersecurity incident
(i.e., a data breach, distributed denial of service (DDoS) attack, accidental
18. See generally Rowena Rodrigues, Legal and Human Rights Issues of AI: Gaps, Challenges and
Vulnerabilities, 4 J. RESPONSIBLE TECH. 100005 (2020) (exploring the impact of AI on the law).
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theft/loss, etc.), a firm will incur costs. It might lose intellectual property, spend
money on cyber-forensics, and/or suffer reputational harms. However, firms are
not only the victims of cybersecurity incidents. Their consumers are also harmed
because of the loss of privacy and identity theft. The nature of these consumer
harms is what makes cybersecurity law peculiar, however. The uncertainty
around the precise extent of privacy harm resulting from a cybersecurity incident
creates a unique challenge. It is difficult for both consumers and courts to
quantify the harm because of the challenge of showing proximate causation
between an incident and some future harm. This fact gives firms little incentive
to internalize the costs of these harms and leads to underinvestment in
cybersecurity.
A.

Market Mechanisms in Cybersecurity

Why do market mechanisms fail to provide adequate investments in
cybersecurity? There are several answers to this question, though it is helpful to
start with the role of disclosure. We might frame the question of finding the
“optimal cybersecurity investment” as one of discovering the efficient level of
cybersecurity precaution. From this perspective, we might expect that this is a
problem best left to the market. Firms that underinvest in cybersecurity will be
punished by consumers, and we avoid the pitfalls of government regulation
demanding overinvestment in cybersecurity. The major obstacle to letting the
market work would be the lack of information about cybersecurity incidents—
if consumers are not made aware of cybersecurity incidents, they do not have
any opportunity to adjust their consumption behavior to reward firms that
adequately invest in cybersecurity and punish those that do not. Thus, mandating
disclosure of cybersecurity incidents would fix this problem by giving
consumers information. Such a solution fits the Brandeisian “sunlight as
disinfectant” notion.
Although transparency is an essential component of dealing with
cybersecurity risk, thus far it does not seem adequate. There is little evidence
that the disclosure of cybersecurity incidents has significant market
consequences. Cavusoglu et al. found that in the days surrounding a data-breach
announcement, firms suffer a 2.1% decline in their market caps on average.19
Similarly, Goel et al. found a 1% decline within two days of a breach
announcement.20 However, the major caveat to these losses is that they tend to
be short-term, as both studies observe that these declines are typically not
permanent.21 Muntermann et al. found a null effect of breach disclosure on
market caps and argue that capital markets provide little incentive for firms to

19. Huseyin Cavusoglu, Birendra Mishra & Srinivasan Raghunathan, The Effect of Internet Security
Breach Announcements on Market Value: Capital Market Reactions for Breached Firms and Internet Security
Developers, 9 INT’L J. ELEC. COM. 69, 71 (2004).
20. Sanjay Goel & Hany A. Shawky, Estimating the Market Impact of Security Breach Announcements
on Firm Values, 46 INFO. & MGMT. 404, 408 (2009).
21. Id. at 405; Cavusoglu et al., supra note 19, at 74.
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invest in cybersecurity.22 Mitts and Talley provide even more reason to doubt
that capital markets will be effective at punishing cybersecurity incidents and
encouraging investment because they find evidence of insider trading in the days
preceding a cybersecurity incident disclosure.23 They suggest that while insider
trading can be beneficial in other contexts because it can promote price
discovery, in the cybersecurity context it creates a perverse arbitrage incentive
by subsidizing hacking.24
A natural conclusion at this point might be that if capital markets do not
punish breach notifications, perhaps they are not actually material. We might be
tempted to assume that the lack of reaction from capital markets indicates that
investors do not believe that consumers will alter their consumption behavior in
response to the news, and thus are not concerned about the resulting privacy
harms. In this story, these firms are not underinvesting in cybersecurity, and
government intervention would produce an inefficient overinvestment. Early in
the development of the digital economy, Hal Varian recognized that rational (in
an economic sense) consumers will want to make some information about
themselves available to service providers, but also keep other information
private.25 At the time, he suggested a variety of methods to allow consumers to
make rational choices about their privacy by making costs and benefits of
privacy transactions clear and comprehensible.26 Assuming consumers are
making rational choices about the risks of privacy harms, regulation may not be
needed.
However, behavioral economics gives us strong evidence to doubt this
account. The major policy challenge here is that there is little evidence of
rational behavior with regards to privacy. Alessandro Acquisti demonstrated that
this deviation from rationality arises because there are two sources of uncertainty
with regards to consumer data.27 First, it is unclear if and how the data will be
used, and second, it is unclear when it will be used.28 These sources of
uncertainty lead to “hyperbolic discounting” where consumers discount the
value of their privacy to zero, even when they do value it.29 In more recent work,
Acquisti shows that consumers value their privacy, but are rarely given
opportunities to make rational decisions.30 Ryan Calo warns about the dangers
of “digital market manipulation” where advertisers and companies are able to
leverage behavioral economics to target consumers when they are most fatigued
22. Jan Muntermann & Heiko Robnagel, On the Effectiveness of Privacy Breach Disclosure Legislation
in Europe: Empirical Evidence from the US Stock Market, in IDENTITY AND PRIVACY IN THE INTERNET AGE 1,
300 (Audun Josang, Torliev Maseng & Svein Johan Knapskog, eds., 2009).
23. Joshua Mitts & Eric Talley, Informed Trading and Cybersecurity Breaches, 9 HARV. BUS. L. REV. 1,
7 (2019).
24. Id. at 50.
25. Hal R. Varian, Economic Aspects of Personal Privacy, in 43 CYBER POLICY AND ECONOMICS IN AN
INTERNET AGE 127, 127 (William H. Lehr & Lorenzo M. Pupillo eds., 2002).
26. Id. at 130.
27. Alessandro Acquisti & Jens Grossklags, What Can Behavioral Economics Teach Us About Privacy?,
in DIGITAL PRIVACY: THEORY, TECHNOLOGIES, AND PRACTICES 363, 364–65 (Alessandro Acquisti et al. eds.,
2008).
28. Id. at 366.
29. Id. at 370.
30. Id.
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or susceptible to certain messages, and get them to agree to transactions that they
would not agree to in a rational frame of mind.31 Jolls, Sunstein, and Thaler have
suggested debiasing through the law.32 Ari Ezra Waldman challenges the notion
that the “privacy paradox” (consumers say they value privacy but do nothing to
protect it) exists because of these factors that work against consumer rationality
in privacy decisions.33
B.

Statutory and Regulatory Basis of Cybersecurity Law

Cybersecurity is an expansive field that crosses public and private law. For
the purpose of this Article, the main cybersecurity policy problems relate to how
the government should regulate cyber risk in the private sector, and in particular,
among larger organizations like publicly traded companies. At a high level,
cybersecurity law can be viewed through the lens of national security, consumer
protection, or securities regulation.34
From a national security perspective, cybersecurity law regulates both how
the government and private actors manage information systems and defend them
from foreign interference.35 Under this view, threats to military technology and
intelligence36 and physical infrastructure like pipelines37 are paramount
cybersecurity concerns. Legislation and regulation in these areas generally
comes from statutes governing national security more broadly.38 One major
problem in this area is ensuring adequate information sharing and cooperation
between the government and private firms.39 Efforts such as the Cybersecurity
Information Sharing Act of 2015 (CISA) are meant to solve this problem.
Attached as an amendment to the National Defense Authorization Act, CISA
creates structures for companies to share information about cybersecurity threats
with government agencies.40 In particular, CISA indemnifies companies that
share this information from civil and criminal liability.41 However, CISA has
limitations as well and is not well suited to allow companies to use artificial
31. Ryan Calo, Digital Market Manipulation, 82 GEO. WASH. L. REV. 995, 999 (2014).
32. Christine Jolls, Cass R. Sunstein & Richard Thaler, A Behavioral Approach to Law and Economics,
50 STAN. L. REV. 1471, 1541–45 (1998).
33. Ari Ezra Waldman, Cognitive Biases, Dark Patterns, and the ‘Privacy Paradox,’ 31 CURRENT OP.
PSYCH. 105, 106–07 (2019).
34. There are just three lenses to analyze cybersecurity law through, other areas of law intersect as well.
35. Jeff Kosseff, Defining Cybersecurity Law, 103 IOWA L. REV. 985, 1010 (2018).
36. For example, activities undertaken by the U.S. Cyber Command within the Department of Defense.
See Our Mission and Vision, U.S. CYBER COMMAND, https://www.cybercom.mil/About/Mission-and-Vision
(last visited Feb. 12, 2022).
37. Franco Ordonez, In Wake of Pipeline Hack, Biden Signs Executive Order on Cybersecurity, NPR
(May 12, 2021), https://www.npr.org/2021/05/12/996355601/in-wake-of-pipeline-hack-biden-signs-executiveorder-on-cybersecurity.
38. See DAVID G. DELANEY, CYBERSECURITY AND THE ADMINISTRATIVE NATIONAL SECURITY STATE:
FRAMING THE ISSUES FOR FEDERAL LEGISLATION 257 (2014) (explaining the national security dimensions of
cybersecurity law).
39. Shaun Courtney, Cyber Agency Wants Law to Improve Private Sector Data Sharing, BLOOMBERG
GOV’T (Apr. 22, 2021, 6:09 PM), https://about.bgov.com/news/cyber-agency-wants-law-to-improve-privatesector-data-sharing (using statements by the head of the Cybersecurity and Infrastructure Security Agency to
advocate for increased cooperation across industries).
40. 6 U.S.C. § 1503 (2021).
41. 6 U.S.C. § 1505 (2021).
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intelligence and other advanced techniques to systematically analyze their
cybersecurity risks.42
From a consumer protection perspective, cybersecurity law is mainly
concerned with the ways that organizational cyber risk implicates consumer
data. One aspect of this view is regulating private actors so that they are
adequately protected against cybercrime. Cybercrime covers a range of activities
such as unauthorized access to a computer, identity theft, intellectual property
theft, child exploitation, and threats to national security.43 Cybercrime laws
generally define illicit behavior, and create criminal penalties for individuals or
organizations that perpetrate them. For example, unauthorized access to a
computer is defined by the Computer Fraud and Abuse Act (CFAA) as means
“to access a computer with authorization and to use such access to obtain or alter
information in the computer that the accessor is not entitled so to obtain or
alter.”44 Civil and criminal penalties in the CFAA45 for cybercrime perpetrators
are distinct from tort liability for negligent firms.46 Aside from laws that punish
the perpetrators of cybercrime, there are also regulations such as data breach
notification laws that require organizations to disclose when they have suffered
a data loss stemming from a cybercrime or other incident. These laws mainly
exist at the state level,47 but there are also federal sector laws governing
disclosures.48
As will be discussed shortly, a related perspective to consumer law is
securities law. In recent years, cybersecurity risks have been seen as “material”
in securities regulation.49 Cybersecurity risks can implicate both short-term
effects on capital markets following a major incident and the long-term viability
of a company. Securities law is concerned with regulating capital markets in
such a way that relevant information flows from businesses to investors, and
thus accurately characterizing firms’ cybersecurity postures becomes an
important goal for securities regulation.50

42. See Bert Lathrop, Note, The Inadequacies of the Cybersecurity Information Sharing Act of 2015 in
the Age of Artificial Intelligence, 71 HASTINGS L.J. 501, 533 (2020) (“The drafters of CISA failed to anticipate
the data sharing requirements of AI-powered cybersecurity solutions . . . .”).
43. Kate Brush, What is Cybercrime?, TECHTARGET, https://www.techtarget.com/searchsecurity/
definition/cybercrime (last visited Feb. 14, 2022).
44. 18 U.S.C. § 1030 (2021).
45. Jonathan Mayer, Cybercrime Litigation, 163 U. PENN. L. REV. 1453, 1472–74 (2016).
46. See Solove & Citron, supra note 13, at 1472–74 (comparing data-breach harms to that of harms in
torts).
47. See Daniel J. Solove & Chris Jay Hoofnagle, A Model Regime of Privacy Protection, 2006 U. ILL. L.
REV. 357, 402 (2006) (stating “historically, federal privacy laws have not preempted stronger state protections
or enforcement efforts.”).
48. Id. For example, HIPAA requires disclosure of breaches of medical data, and Gramm-Leach-Bliley
(GLBA) requires certain financial institutions to make disclosures after a breach. Al Saikali, Federal Data
Breach Notification Laws, PRIV. & DATA SEC. L.J. (May 6, 2012), https://www.datasecuritylawjournal.com/
2012/05/06/federal-data-breach-notification-laws (discussing disclosures required by HIPAA and GLBA).
49. Stephen Riddick, The SEC Is Serious About Cybersecurity. Is Your Company?, HARV. BUS. REV.
(Sept. 8, 2021), https://hbr.org/2021/09/the-sec-is-serious-about-cybersecurity-is-your-company (discussing
SEC seriousness regarding data breaches in corporations).
50. Id. (“These updates—and their emphasis on the real risks that lax cybersecurity poses—reflect the
state of the world right now. Just like natural disasters and supply-chain shortages of components like
semiconductors, cybersecurity breaches can ultimately harm a company’s financial condition and share price.”).
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The fact that cybersecurity law touches on so many different statutory areas
means that the regulatory apparatus is similarly fragmented. On national security
issues, the National Security Agency, Federal Bureau of Investigation, Central
Intelligence Agency, and Department of Defense broadly all are responsible for
enforcing various aspects of cybersecurity law and cooperating with key actors
in the private sector.51 The Department of Health and Human Services, Federal
Trade Commission, Consumer Financial Protection Bureau, and states attorneys
general all have various responsibilities for enforcing the consumer law aspects
of cybersecurity law.52 And, as will be discussed shortly, the Securities and
Exchange Commission takes the primary role in regulating securities markets
and disclosures among publicly traded firms.
There are some efforts to create unified frameworks for cybersecurity law.
Nathan Sales argues that treating cybersecurity as either a subset of criminal law
or national security law, instead of a unified topic, closes off potentially useful
regulatory approaches.53 At the state and local level, there are efforts such as
New York’s cybersecurity law that applies to banks and other financial
institutions.54 Treating cybersecurity risk as posing similar problems across
sectors for both consumers and national security could open up opportunities for
more effective regulations.
C.

Cybersecurity Regulation and Risk Disclosure at the Securities and
Exchange Commission

As cybersecurity has received increasing legislative and regulatory
attention, the SEC has taken a leading role in regulating firms’ cybersecurity
practices.55 The primary tool that the SEC uses in this space is mandatory
disclosure.56 The basic idea is that when firms make routine disclosures to
investors, they should also disclose their cybersecurity practices and the
potential consequences a breach or other incident would have on the firm.57 This
51. DELANEY, supra note 38, at 253.
52. David Thaw, The Efficacy of Cybersecurity Regulation, 30 GA. ST. UNIV. L. REV. 287, 296–97 (2014).
53. See Nathan Alexander Sales, Regulating Cyber-security, 107 Nw. U. L. Rev. 1503, 1521 (2013)
(arguing for thinking about cybersecurity law as an administrative law problem and through the lens of
economics to regulate it the way the government regulates other big problems like environmental protection and
public health).
54. See Jeff Kosseff, New York’s Financial Cybersecurity Regulation: Tough, Fair, and a National
Model, 1 GEO. L. TECH. REV. 436, 438–41 (2017) (describing the background of New York’s legislation on
financial cybersecurity).
55. See Rebecca Rabinowitz, Note, From Securities to Cybersecurity: The SEC Zeroes in on
Cybersecurity, 61 B.C. L. REV. 1535, 1535 (2020) (discussing the SEC’s larger role in overseeing cybersecurity);
Paul Ferrillo, Bob Zukis & Christophe Veltsos, Leading Digital and Cybersecurity Risk Factor Disclosures for
SEC Registrants, HARV. L. SCH. F. ON CORP. GOVERNANCE (Dec. 14, 2020), https://corpgov.law.harvard.edu/
2020/12/14/leading-digital-and-cybersecurity-risk-factor-disclosures-for-sec-registrants (discussing the SEC’s
increased enforcement of cybersecurity in the aftermath of large data breaches).
56. See Rabinowitz, supra note 55, at 1537 (“[T]he SEC has developed a regulatory framework predicated
on mandatory disclosure.”); Ferrillo, Zukis & Veltsos, supra note 55 (“The SEC wants registrants to do a more
specific job with risk factor disclosure and to specifically up their game with regard to cybersecurity risk
disclosure.”).
57. See Rabinowitz, supra note 55, at 1559–60 (“In addition to disclosure requirements, the 2018 guidance
emphasized the need for companies to have policies and procedures in place to determine the effect of any
cybersecurity incidents on a company’s operations and to assess the incidents’ materiality to investors.”).
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guidance has been suggested since 2011 and required since 2018.58 Failure to
adequately disclose these risks could create a cause of action for an investor
lawsuit. In some cases, like with the Target and Home Depot breaches, the courts
dismissed the shareholder suit.59 However, in others like Yahoo, the court
allowed shareholders to recover damages after a breach announcement.60 The
SEC itself may also bring enforcement actions if it finds evidence of deficient
cybersecurity procedures, as it did against several firms in 2021.61 Overall, one
of the problems with talking about “cybersecurity regulation” is that
cybersecurity law is actually a patchwork of other laws from other areas. Civil
and criminal penalties in the CFAA62 for cybercrime perpetrators is distinct from
tort liability for negligent firms.63 There are some efforts to create unified
frameworks for cybersecurity law, as seen by New York’s cybersecurity law that
applies to banks and other financial institutions.64
The logic behind mandatory disclosure in this context is that cybersecurity
regulation and auditing is an asymmetric-information problem. Firms have
private information about their cybersecurity posture, and this information is not
available to regulators without intervention.65 Absent incentives to publicize this
information, firms will prefer to keep this information private.66 In the
cybersecurity context, the law has thus far addressed this problem by mandating
disclosure of relevant cybersecurity risks alongside other mandatory financial
disclosures.67 Failure to adequately disclose this information can result in an
investor lawsuit, thus imposing a cost on firms that fail to disclose risks, suffer
an adverse cybersecurity event, and are subsequently sued.
From a regulator’s perspective, obtaining information through these
disclosures raises additional questions. Assuming the regulator is interested in
obtaining the maximum amount of information about a firm’s cyber risk, it will
craft disclosure requirements with an eye toward optimizing this quantity. These
58. Securities and Exchange Commission, Commission Statement and Guidance on Public Company
Cybersecurity Disclosures, Securities Act Release Nos. 33-10459, 34-82746, 83 Fed. Reg. 8166 (Feb. 26, 2018).
59. Kathyrn Rattigan, Shareholders’ Derivative Suit Against Home Depot Dismissed, JDSUPRA (Dec. 12,
2016), https://www.jdsupra.com/legalnews/shareholders-derivative-suit-against-26475 (explaining the outcome
of the Home Depot suit); Ronald Breaux, Emily Black & Timothy Newman, Target Data Breach Derivative
Suit Dismissed, HAYNES BOONE (July 19, 2016) https://www.haynesboone.com/news/alerts/target-data-breachderivative-suit-dismissed (explaining the outcome of the Target suit).
60. See Benjamin P. Edwards, Cybersecurity Oversight Liability, 35 GA. ST. U.L. REV. 663, 674–76
(2019) (describing the outcome of the Yahoo case).
61. Press Release, U.S. Securities and Exchange Commission, SEC Announces Three Actions Charging
Deficient Cybersecurity Procedures (Aug. 30, 2021), https://www.sec.gov/news/press-release/2021-169.
62. See Mayer, supra note 45, at 1472–74.
63. See Solove & Citron, supra note 13, at 749 (comparing data-breach harms to that of harms in torts).
64. See Kosseff, supra note 54, at 444–45 (discussing the potential for a model national cybersecurity
framework).
65. Rabinowitz, supra note 55, at 1551.
66. See Courtney, supra note 39 (outlining various reasons companies do not want to share data breach
information with the government without enforcement).
67. William Johnson, Scott Ferber & Matthew Hanson, SEC Returns Spotlight to Cybersecurity
Disclosure Enforcement, HARV. L. SCH. F. ON CORP. GOVERNANCE (Aug. 1, 2021),
https://corpgov.law.harvard.edu/2021/08/01/sec-returns-spotlight-to-cybersecurity-disclosure-enforcement
(“[The SEC] has wielded its regulatory and enforcement power in a manner designed to require all securities
issuers—i.e., public companies—to disclose material events relating to their cybersecurity programs and
vulnerabilities.”).
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requirements’ design is critical because firms are not likely to disclose relevant
information unless there are other incentives to do so (such as signaling
preparedness to regulators and investors). This simple model is the basis for the
relationship between regulators and firms in a wide variety of contexts that
involve audits, such as food safety inspections.68
This simple model can be expanded by considering firms’ own abilities to
understand their cybersecurity postures. Although firms have private
information about their policies, estimating cyber risk requires domain expertise
and involves uncertainty with regards to relative risk compared to similar
firms.69 Again, because each firm’s cybersecurity posture is private information,
firms are unlikely to know what similarly situated firms are doing and therefore
cannot assess their own risk relative to their competitors.
There are several vendors who develop risk-assessment tools that provide
companies with cyber risk scores. For example, Security Scorecard uses a
combination of information volunteered by a firm along with information
scraped from a variety of security risk databases.70 It scores companies on ten
different categories, and returns an A-F letter grade, along with access to a
dashboard that helps companies pinpoint areas for improvement.71 Similarly,
Institutional Shareholder Services (“ISS”) offers a Cyber Risk Score service.72
Like FICO’s consumer-credit scores, the ISS scores range between 300 and
850.73 Both of these services sell enterprise editions to companies and provide
them with a comprehensible metric.74 These services therefore ameliorate the
costs firms face with regards to processing their own information about their
cyber risks and understanding their position relative to similar firms. These
scores are also sold to insurers who underwrite cybersecurity incident policies,75
thus potentially solving the problem of distributing risks across similarly
situated firms for rare events.
However, these scores remain private information for the firms in question
and therefore do not solve the problem of regulators having less information
about firms’ relative cyber riskiness. A tool that provides information about
firms’ security postures to regulators would therefore help bridge this
68. See Sales, supra note 53, at 1555 (stating that other fields such as food safety use “regulation by
delegation” approach as well).
69. PAUL DRYER ET. AL., ESTIMATING THE GLOBAL COST OF CYBER RISK VIII (2018) (discussing the
difficulties in accounting for the variables that contribute to cybercrime).
70. SECURITYSCORECARD, https://securityscorecard.com (last visited Feb. 13, 2022).
71. See Consistent, Data-Driven Ratings, SECURITYSCORECARD, https://securityscorecard.com/product/
security-ratings (last visited Feb. 7, 2022) (describing the Security Ratings product).
72. See Cyber Risk Score, ISS, https://www.issgovernance.com/esg/cyber-risk/ (last visited Feb. 7, 2022)
(explaining the risk score and its methodology); see also ISS, ISS Announces Agreement to Acquire FICO®
Cyber Risk Score Business (Oct. 21, 2020), https://www.issgovernance.com/iss-announces-agreement-toacquire-fico-cyber-risk-score-business (noting ISS acquired FICO’s cyber risk score product).
73. See ISS Cyber Risk Score for Enterprise, ISS, https://www.isscorporatesolutions.com/cyber-risk (last
visited Feb. 7, 2022) (explaining the ISS Cyber Risk Score and noting its range).
74. See id. (offering the product for Enterprise and encouraging visitors to contact their salespeople);
Enterprise Cyber Risk Management, SECURITYSCORECARD, https://securityscorecard.com/solutions/enterpriserisk-management (last visited Feb. 7, 2022) (offering businesses a product and encouraging visitors to “get your
score”).
75. See, e.g., Cyber Insurance, SECURITYSCORECARD, https://securityscorecard.com/solutions/cyberinsurance (last visited Feb. 7, 2022) (offering cyber risk products to insurance industry customers).
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information gap. Moreover, while these services advertise that they use
machine-learning tools to generate their scores, and that the scores are a direct
measure of riskiness with respect to suffering a breach, the validation strategies
are unclear and not publicly available. Benchmarking firms’ private assessments
of their riskiness against real-world outcomes and making that information
available to regulators would be helpful for refining and targeting regulatory
efforts such as audits. Critically, creating a risk assessment based on public data
gives regulators the ability to prioritize their decision-making even if firms do
not volunteer to assess their own cybersecurity postures.
Overall, it is clear that neither the market nor the courts have been well
equipped to deal with the problem of forcing firms to internalize the costs of
cybersecurity precaution. Without sufficient investment in cybersecurity, we can
expect that such incidents will continue unabated. Worse still, the behavior
might be encouraged if there are arbitrage opportunities and if investors have
little influence over firms’ cybersecurity practices. If securities prices are not
adequately connected to the costs of cybersecurity incidents in terms of data loss
and consumer harms, then we should consider alternative mechanisms for
engaging in ex ante regulation that prevent data losses before they occur.
D.

Policy Setup

The main empirical component of this study is based on the SEC’s recent
efforts to regulate cybersecurity risk. Specifically, it focuses on the SEC’s new
programs surrounding cybersecurity audits and information it conveys to firms
and investors regarding cybersecurity readiness. Optimizing these prospective
efforts to plug cybersecurity holes before they lead to incidents is the primary
goal of the empirical methodology, but these results can also be used to inform
enforcement actions. In particular, it quantifies riskiness in a way that helps the
SEC and courts understand whether a firm underinvested in cybersecurity.
1.

Background

The SEC is increasingly paying attention to cybersecurity risks and is
taking active steps to safeguard investors. In 2017, the SEC established a Cyber
Unit in its Division of Enforcement.76 According to the SEC’s website, the
“Cyber Unit focuses on violations involving digital assets, initial coin offerings
and cryptocurrencies; cybersecurity controls at regulated entities; issuer
disclosures of cybersecurity incidents and risks; trading on the basis of hacked
nonpublic information; and cyber-related manipulations, such as brokerage
account takeovers and market manipulations using electronic and social media
platforms.”77 Most of the enforcement actions brought so far deal with initial

76. Cybersecurity, U.S. SECS. & EXCH. COMM’N, https://www.sec.gov/spotlight/cybersecurity
[https://perma.cc/3V39-BPTG] (last visited Feb. 7, 2022).
77. Id.
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coin offerings,78 but the SEC also pursues actions related to failure to adequately
disclose material events and cyber risks.79
In 2017, the Office of Compliance Inspections and Examinations (OCIE)
conducted a pilot program where it audited the cybersecurity policies and
practices of seventy-five publicly traded firms.80 It found that while firms
generally had written policies in place about how they should deal with cyber
risk and adverse events, oftentimes these written explanations were too vague to
provide helpful guidance to employees.81 Moreover, it was not always clear that
firms actually implemented some of their written policies, such as requiring and
monitoring cybersecurity training.82 In general, the SEC is expanding its
auditing and enforcement efforts, as the number of firms subject to some kind
of audit (not just cybersecurity) increased from 8% to 17% from 2012 to 2018.83
As part of this general expansion, the SEC is paying particular attention to
cybersecurity concerns.84
2.

SEC Cybersecurity Audits

In 2015, the SEC launched its Cybersecurity Examination Initiative.85 With
this notice, the SEC outlined the general procedure for its cybersecurity audits,
and what minimum standard firms are expected to uphold.86 The specific areas
that SEC examiners focus on are:
• Governance and Risk Assessment
• Access Rights and Controls

78. See, e.g., Press Release, U.S. Securities & Exchange Commission, SEC Charges John McAfee with
Fraudulently Touting ICOs (Oct. 5, 2020), https://www.sec.gov/news/press-release/2020-246 (announcing one
of many ICO enforcement actions); see also Jay Clayton, Statement on Cryptocurrencies and Initial Coin
Offerings, U.S. Secs. & Exch. Comm’n (Dec. 11, 2017), https://www.sec.gov/news/public-statement/statementclayton-2017-12-11 (noting that no initial coin offerings up to that date had been registered or approved by the
SEC).
79. See, e.g., Press Release, Securities & Exchange Commission, SEC Charges Issuer with Cybersecurity
Disclosure Controls Failures (June 15, 2021), https://www.sec.gov/news/press-release/2021-102 (announcing a
settlement of charges against First American Financial Corporation for failing to disclose “all available, relevant
information” to the SEC in company reports filed with the SEC, namely that the company’s IT department knew
about a vulnerability and failed to take appropriate corrective action).
80. See Observations from Cybersecurity Examinations, OFF. OF COMPLIANCE INSPECTIONS AND
EXAMINATIONS, VI NAT’L EXAM PROGRAM RISK ALERT 2 (2017), https://www.sec.gov/files/observations-fromcybersecurity-examinations.pdf (conveying results from its audits). Importantly, this program was conducted
prospectively and not after a particular incident.
81. Id. at 3.
82. Id. at 4.
83. See GJ King, The SEC’S White-Hot Audit Streak Shows Signs of Cooling, FINANCIALPLANNING:
VOICES (Apr. 9, 2019, 6:07 AM), https://www.financial-planning.com/opinion/sec-audits-of-rias-shows-signsof-cooling-but-cybersecurity-is-a-wild-card [https://perma.cc/4M48-UV85] (reporting on the increase in the
SEC’s audit rate of SEC-registered investment advisory firms).
84. See Kenneth Corbin, SEC Examiners Zeroing in on Cybersecurity, FINANCIALPLANNING
(Oct. 15, 2014, 3:20 PM),
https://www.financial-planning.com/news/sec-examiners-zeroing-in-oncybersecurity [https://perma.cc/YBT7-8T8S] (paying particular attention to cybersecurity concerns).
85. See OCIE’s 2015 Cybersecurity Examination Initiative, OFF. COMPLIANCE INSPECTIONS &
EXAMINATIONS, IV NAT’L EXAM PROGRAM RISK ALERT 1 (2015), https://www.sec.gov/ocie/announcement/
ocie-2015-cybersecurity-examination-initiative.pdf [https://perma.cc/4AQM-GLJS] (announcing the initiative
and its goals).
86. Id. at 2.
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• Data Loss Prevention
• Vendor Management
• Training
• Incident Response87
In these audits, the examiners look at both a company’s written policies, as
well as their actual practices.88 There is now a cottage industry surrounding
preparedness for these cybersecurity audits.89 One source suggests that an audit
may take about six days and requires three SEC auditors (one of whom
specializes in cybersecurity audits).90 As discussed in Part III, the main objective
of the empirical study is to provide a “proof-of-concept” for algorithmically
targeting these types of prospective audits, such that the SEC maximizes their
effectiveness at finding weaknesses prior to an incident, and to uncover the most
useful information for developing regulations. At a high level, a randomized
approach to prospective audits is unlikely to cover entities that will suffer an
incident, whereas an algorithmic approach is far more likely to do so.
II. MACHINE LEARNING IN LAW AND REGULATION
Scholars have long debated the problem of when to promulgate regulations.
Should regulation be ex ante and anticipate problems before they occur, or ex
post and respond to problems after they occur?91 When should regulation
promote cooperation between the government and industry, and when should
the relationship be more adversarial?92 These sorts of questions complicate
cybersecurity regulation. The U.S. government has largely avoided requiring
that firms use particular cybersecurity practices. The National Institute of
Standards and Technology (NIST) maintains a Cybersecurity Framework, but
these standards are voluntary and optional.93 The FTC pursues enforcement
actions against firms that mislead or deceive consumers about their privacy/data
protection practices, but such enforcement is limited to cases where the firm
made a false representation of some kind.94 The FTC is limited in other ways

87. Id. at 2–3.
88. Id. at 2.
89. See, e.g., SEC OCIE CyberSecurity Compliance Audit, BRAINLINK, https://www.brainlink.com/secaudit [https://perma.cc/ZM6M-ERCF] (last visited Feb. 7, 2022) (explaining the company’s offerings for
assisting customers with SEC OCIE compliance).
90. See Jo Day, SEC Cybersecurity Audit: What You Should Know, TRUMPET (Mar. 21, 2017),
https://blog.trumpetinc.com/sec-cybersecurity-audit-what-you-should-know
[https://perma.cc/S2QX-22LE]
(presenting takeaways from a panel discussion of cybersecurity audits).
91. See generally National Labor Relations Board v. Wyman-Gordon, 394 U.S. 759 (1969) (debating the
merits of agency adjudication, ex post facto laws, and rulemaking in the adjudicative process).
92. Id.
93. Cybersecurity Framework, NAT’L INST. STANDARDS & TECH, https://www.nist.gov/cyberframework
[https://perma.cc/9CA9-TAJ9] (last visited Feb. 7, 2022).
94. Privacy and Security Enforcement, FED. TRADE COMM’N, https://www.ftc.gov/news-events/mediaresources/protecting-consumer-privacy/privacy-security-enforcement [https://perma.cc/M3N4-RAYP] (last
visited Feb. 7, 2022).
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too. For instance, it generally cannot issue fines for “unfair and deceptive
practices,” but rather only for violations of consent decrees.95
There are potentially several regulatory solutions to cybersecurity
problems. As mentioned earlier, insuring consumers and firms against the
negative consequences of cybersecurity incidents is one possible solution. We
might also beef up the FTC’s regulatory powers so that it can pursue privacy
violations that do not meet the “unfair and deceptive practices” standard.
Congress or the states might pass laws requiring that all businesses invest in
certain types of cybersecurity precautions. These are all plausible options and
should be explored further—this piece specifically explores the idea of
cybersecurity as a predictive regulation problem and therefore one that the SEC
could tackle.
A.

Prediction Policy Problems

As machine learning and artificial intelligence have become more
accessible and powerful, scholars and policymakers have turned their attention
to how to harness these technologies for improving policy. At the same time,
they have raised serious questions about the problem of explainability and
interpretability when using these tools to make government decisions. In
Prediction Policy Problems, Kleinberg et al. argue that machine-learning
techniques do not get adequate attention in the social sciences, and in economics
in particular.96 They make the case that social scientists frequently miss
interesting prediction questions because of the traditional focus on causal
inference techniques.97 To illustrate, they use the toy example of a doctor
deciding whether to perform a hip replacement on a patient.98 The catch is that
the hip replacement is very painful in the short term and would only improve the
patient’s quality of life after about six months or so.99 Thus, it is only worthwhile
to provide this treatment if the doctor can be reasonably sure that the patient will
live at least that long.100 The prediction problem is trying to accurately predict
whether a patient will live past some break-even point, e.g., for six more
months.101 If so, the hip replacement would be worthwhile.102 If not, there would
be no need to put the patient through unnecessary pain (and expend the time and
money on the needless procedure).103 To do this exercise, the decision maker
does not need to know why the patient will live or not in the next six months, but
rather simply whether or not they will.104 This insight is the key to understanding

95. Chris Jay Hoofnagle et al., The FTC Can Rise to the Privacy Challenge, But Not Without Help from
Congress, BROOKINGS: TECHTANK (Aug. 8, 2019), https://www.brookings.edu/blog/techtank/2019/08/08/theftc-can-rise-to-the-privacy-challenge-but-not-without-help-from-congress [https://perma.cc/4JMC-FGHR].
96. Jon Kleinberg et al., Prediction Policy Problems, 105 AM. ECON. REV. 491, 491 (2015).
97. Id. at 491.
98. Id. at 493–94.
99. Id. at 493.
100. Id.
101. Id. at 493 n. 3.
102. Id. at 493.
103. Id.
104. Id.
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the motivation underlying this project.105 Susan Athey extends this discussion
by examining the intersection of machine learning, causal inference, and policy
evaluation.106 In particular, she highlights the importance of rigorously mapping
an algorithmic decision to an actual policy decision.107 While Kleinberg
highlights a useful example of applying simple off-the-shelf methods to a
problem, Athey argues that some understanding of the domain problem and
causal mechanisms is still necessary for successfully implementing machine
learning in policy.108 Pairing predictive decisions with techniques drawn from
causal inference will help guide optimal policy decision-making.109
Within the legal literature, Joshua Mitts makes a similar argument in
Predictive Regulation.110 He notes that regulatory agencies frequently design
rules and interventions that respond to “crises” or other events, but oftentimes,
it would be better if these rules could be designed in a way that anticipated crises
rather than correct them after the fact.111 He motivates this line of reasoning by
pointing out that it is unlikely that the next financial crisis will be caused by
subprime mortgage lending the way the 2008 crisis was.112 Regulators could
avert the consequences of future crises by anticipating them and enacting
relevant rules beforehand.113 He argues that statistics provides many of the
essential tools that can predict adverse events, and therefore enable
policymakers to proactively intervene.114 Specifically, he demonstrates that
natural language-processing techniques could have flagged speculative language
in the housing market before the 2008 financial crisis.115 He suggests that using
these techniques across domain contexts could dramatically improve regulatory
efforts.116 Christopher Carrigan and Cary Coglianese make a similar
argument.117 They highlight examples like the 2008 recession and the BP
Horizon oil spill as case studies for how ex ante regulation could have preempted
expensive crises.118 They argue that crisis-driven regulatory responses are

105. See id. at 494 (discussing how empirical methods like machine learning could have large beneficial
policy impacts, similar to the effect that solving causal interference problems had).
106. Susan Athey, Beyond Prediction: Using Big Data for Policy Problems, 355 SCI. 483 (2017).
107. Id. at 485.
108. Id. at 1.
109. Id.
110. JOSHUA MITTS, PREDICTIVE REGULATION 1 (2017), https://papers.ssrn.com/sol3/papers.cfm?abstract_
id=2411816.
111. Id. at 6 (“But any improvement in accurately anticipating what may matter tomorrow is better than
simply reacting to yesterday’s crisis.”).
112. Id. at 3.
113. Gregg Gelzinis, Strengthening the Regulation and Oversight of Shadow Banks, CTR. FOR AM.
PROGRESS (July 18, 2019), https://www.americanprogress.org/article/strengthening-regulation-oversightshadow-banks/ (“Policymakers should enhance the regulatory framework for systematic shadow banks to help
limit the chances of another financial collapse.”).
114. MITTS, supra note 110.
115. Id.
116. Id.
117. Christopher Carrigan & Cary Coglianese, Oversight in Hindsight: Assessing the U.S. Regulatory
System in the Wake of Calamity, U. PENN. L. SCH. (Dec. 9, 2012), https://papers.ssrn.com/sol3/
papers.cfm?abstract_id=2186529.
118. Id. at 1–2.

No. 1]

PREDICTING CYBERSECURITY INCIDENTS

75

associated with a number of cognitive biases related to how the public views
regulations and regulators.119
A number of scholars have already shown the potential applications of
machine learning and artificial intelligence to legal policy problems. Elliott Ash
and colleagues developed a machine-learning approach to bolstering publicfinance audits to detect corruption in Brazilian municipalities.120 Cassandra
Handan-Nader and Dan Ho developed a computer vision algorithm for detecting
concentrated animal feeding operations (CAFOs) that violated environmental
protection laws.121 In related work, Benami, Ho, and colleagues use machine
learning to find facilities that are violating the Clean Water Act.122 In litigation
contexts, James Hicks developed a machine-learning model of patentinvalidation decisions based on the text of the patent application,123 and Peter
Salib argues for the use of machine learning to solve the problem of differential
harms within a class for class action lawsuits.124 Dan Ho, David Freeman
Engstrom, Catherine Sharkey, and Mariano-Florentino Cuellar conducted a
study with the Administrative Conference of the United States.125 In it, they
detail several of the uses of AI and machine learning in administrative law
contexts, including at the Social Security Administration, the Food and Drug
Administration, and the Federal Communications Commission, among
others.126 As time goes on, the number and variety of applications will surely
grow.
That being said, the adoption of these tools has been criticized. “Fairness
in machine learning” scholars have shown how algorithms can reinforce and
amplify discrimination against protected groups.127 Algorithmic risk assessment
in criminal justice has been of particular interest to scholars. Opponents of
algorithmic risk assessments argue that machine learning gives a false sense of
objectivity around the results and obscures the many sources of subjective

119. Id. at 6.
120. Elliott Ash et al., A Machine Learning Approach to Analyze and Support Anti-Corruption Policy 3–4
(CESifo, Working Paper No. 9015, 2021).
121. Cassandra Handan-Nader & Daniel E. Ho, Deep Learning to Map Concentrated Animal Feeding
Operations, 2 NATURE SUSTAINABILITY 298, 298–99 (2019).
122. Elinor Benami et al., The Distributive Effects of Risk Prediction in Environmental Compliance:
Algorithmic Design, Environmental Justice, and Public Policy, FACCT ’21: PROC.S OF THE 2021 ACM CONF.
ON FAIRNESS, ACCOUNTABILITY, AND TRANSPARENCY 90, 90–91 (2021). Cary Coglianese also discusses the
potential for using algorithms in environmental regulation and enforcement. He argues that algorithms can
greatly improve the accuracy of audits, better target enforcement, and improve administrative actions overall.
However, he also notes that before such algorithms can be used responsibly, the government needs to develop
more expertise and consider transparency and fairness issues. Cary Coglianese, Deploying Machine Learning
for a Sustainable Future, in A BETTER PLANET: FORTY BIG IDEAS FOR A SUSTAINABLE FUTURE 200, 22, 22–23
(Daniel C. Esty ed., 2019).
123. JAMES HICKS, INFORMATIVE PATENTS? PREDICTING INVALIDITY DECISIONS WITH THE TEXT OF
CLAIMs 4–5 (Aug. 19, 2020) (unpublished manuscript) (on file with author).
124. Peter Salib, Artificially Intelligent Class Actions, 100 TEX. L. REV. (forthcoming).
125. DAVID FREEMAN ENGSTROM, DANIEL E. HO, CATHERINE M. SHARKEY & MARIANO-FLORENTINO
CUÉLLAR, GOVERNMENT BY ALGORITHM: ARTIFICIAL INTELLIGENCE IN FEDERAL ADMINISTRATIVE AGENCIES
(2020).
126. Id. at 6.
127. See, e.g., Solon Barocas & Andrew D. Selbst, Big Data’s Disparate Impact, 104 CAL. L. REV. 671,
673–76 (2016).
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decision making involved in producing risk scores.128 Sensible definitions of
fairness are mathematically incompatible with one another.129 Other scholars
argue that the use of algorithmic risk assessments can reduce mass incarceration
by releasing low-risk individuals who would otherwise be denied parole or serve
excessively long sentences.130 Others have found that there is little evidence of
crime reduction in practice when algorithmic risk assessments are employed.131
Other scholars have explored how algorithms create disparate impacts in highstakes areas like housing132 and consumer credit.133
Scholars have raised another major issue with using machine learning in
adjudication and administration: algorithms tend to lack both transparency and
explainability. Sophisticated algorithms oftentimes look like “black boxes”—
meaning human beings cannot scrutinize how inputs are transformed into
outputs.134 Black-box decision-making can be a problem for the fairness
concerns raised above. Even apart from those concerns, it has unique problems
specific to law. Legal decision-making is frequently concerned with reasongiving as both a norm and oftentimes a requirement.135 Judges write opinions,
legislators make floor speeches, and administrative agencies explain their
regulations and enforcement actions. Legal decision-making by algorithm could
make it impossible to give reasons and therefore undermine the broad goals of
reasoned decision-making, transparency, and explainability.136 Thus, when

128. See, e.g., Ben Green, The False Promise of Risk Assessments: Epistemic Reform and the Limits of
Fairness, FAT 2020 - PROC.S OF THE 2020 ACM CONF. ON FAIRNESS, ACCOUNTABILITY, AND TRANSPARENCY
594, 598 (describing how subjective judgment resides under the surface of many risk-assessment tools used in
the criminal-justice system).
129. For a thorough overview of this debate, see ProPublica’s original critique of the COMPAS risk
assessment in Broward County Florida, Julia Angwin et al., Machine Bias, PROPUBLICA (May 23, 2016),
https://www.propublica.org/article/machine-bias-risk-assessments-in-criminal-sentencing
[https://perma.cc/8Y2R-CZY6]; Sam Corbett-Davies et al., A Computer Program Use for Bail and Sentencing
Decisions Was Labeled Biased Against Blacks. It’s Actually Not That Clear, WASH. POST (Oct. 17, 2016),
https://www.washingtonpost.com/news/monkey-cage/wp/2016/10/17/can-an-algorithm-be-racist-our-analysisis-more-cautious-than-propublicas [https://perma.cc/P76K-VZ4F]. The basic tension surfaced is that both sets
of authors advance reasonable definitions of fairness. ProPublica argues that an algorithm should achieve subgroup fairness, meaning that a higher proportion of Black individuals should not be scored as “high risk” relative
to the proportion of white individuals. The Monkey Cage rejoinder argues that we also want scores to be wellcalibrated, meaning that the same score means the same thing for members of different subgroups (i.e. a “7” has
the same interpretation for a white and a Black individual. The core issue is that if the underlying rates of
reoffense are different in the data, it is impossible to have both of these criteria met at once.
130. See, e.g., Jennifer L. Skeem & Christopher T. Lowenkamp, Risk, Race, and Recidivism: Predictive
Bias and Disparate Impact, 54 CRIMINOLOGY 680, 681 (2016); John Monahan & Jennifer L. Skeem, Risk
Assessment in Criminal Sentencing, 12 ANN. REV. CLINICAL PSYCH. 489, 493–94 (2016); Jon Kleinberg et al.,
Human Decisions and Machine Predictions, 133 Q.J. ECON. 237 (2018).
131. See, e.g., Megan T. Stevenson & Jennifer L. Doleac, Algorithmic Risk Assessment in the Hands of
Humans 17-20 (Apr. 21, 2021) (unpublished manuscript) (on file with author).
132. See, e.g., Virginia Foggo & John Villasenor, Algorithms, Housing Discrimination, and the New
Disparate Impact Rule, 22 SCI. & TECH. L. REV. 1 (2020).
133. See, e.g., Talia B. Gillis, The Input Fallacy, MINN. L. REV. (forthcoming 2022).
134. Cynthia Rudin and Joanna Radin, Why Are We Using Black Box Models in AI when We Don’t Need
To? A Lesson from an Explainable AI Competition, HDSR (Nov. 22, 2019), https://hdsr.mitpress.mit.edu/
pub/f9kuryi8/release/6.
135. See Frederick Schauer, Giving Reasons, 47 STAN. L. REV. 633, 633–35 (1995).
136. See Martin J. Murillo, Machine Learning Could Make Government More Incomprehensible, REGUL.
REV. (Apr. 2, 2020), https://www.theregreview.org/2020/04/02/murillo-machine-learning-could-makegovernment-more-incomprehensible [https://perma.cc/4J2N-PSXT].
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implementing machine learning in administrative contexts we must be
concerned with the algorithm’s accuracy, its fairness implications, and its
transparency. Optimizing across all of these dimensions without sacrificing any
one of them can be difficult, and is an active source of scholarly debate. As
discussed in Part IV, one approach to solving the tradeoff between accuracy and
transparency could be to adopt a “regress-and-round” framework that fits a
simplified machine learning model based on a more complex one.
B.

The SEC, Machine Learning, and Cybersecurity

There are few studies that directly predict future cybersecurity incidents.
In large part, the cybercrime literature is more concerned with causation rather
than prediction. This is not unique to cybercrime however, as the social sciences
traditionally focus on causation. However, techniques originating from data
science open up opportunities to engage in useful prediction exercises as well.
Exploring cybersecurity as a prediction problem could lead to fruitful results for
both scholarship and policymaking. One need not understand the exact
mechanics of the motivations of cybercrime to predict which companies are
most at risk of suffering an attack. Instead, one must simply do a reasonably
good job of predicting accurately, therefore better informing decisions about
where to target interventions.
The most direct study of predicting cybersecurity incidents is a paper from
the University of Michigan entitled Cloudy with a Chance of Breach:
Forecasting Cyber Security Incidents.137 The authors in this study created an
incidents database from a combination of the VERIS, Hackmageddon, and Web
Hacking Incidents Databases.138 These datasets constituted the outcome data,
and they were joined with features drawn from each firm’s cyber practices.139
These included features such as DNS misconfiguration, spam/phishing activity,
etc.140 Overall, using a random forest algorithm,141 the authors report a high
accuracy rate (90% True Positive, 10% False Positive).142
Aside from the cybercrime literature, there is a rich literature surrounding
SEC disclosures. The theoretical foundations of corporate disclosure as a
regulatory tool have been explored at length in economics, business, and law
literature. These literatures ask questions about the optimal amount of disclosure
to require, the incentives underlying honest and dishonest signaling in disclosure
statements, and whether insiders use information to their advantage prior to a
disclosure. These are all key questions that motivate the use of disclosure as a
tool, and are particularly attuned to the SEC’s disclosure requirements because
137. Yang Liu et al., Cloudy With a Chance of Breach: Forecasting Cyber Security Incidents, 2015 SEC
1009, 1009.
138. These are among the most popular databases for cybersecurity research. Each records different
information about firms and their cybersecurity practices, as well as data breaches. Some of this information is
made available voluntarily, whereas other times it is collected from media sources.
139. Liu et al., supra note 137, at 1009.
140. Id.
141. See Breiman, L. Random Forests. Machine Learning 45, 5–32 (2001), https://doi.org/10.1023/
A:1010933404324.
142. Liu et al., supra note 137, at 1009.
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of the high stakes involved with publicly traded firms, as well as the relatively
consistent and stringent regulations placed on them.
Christian Leuz and Peter Wysocki provide a general overview of the
various literatures in Economic Consequences of Financial Reporting and
Disclosure Regulation: A Review and Suggestions for Future Research.143 They
identify a gap across the board, namely that the study of disclosure has largely
focused on voluntary disclosures made by individual firms.144 In comparison,
there is relatively little work done that studies the effects of mandatory
disclosures and how well those regulations achieve certain policy outcomes.145
Various other studies that look at the effects of mandatory disclosure regulations
generally focus on the effect of disclosure regulation and legislation on capital
markets.146 The authors cite a number of studies that look at SEC regulations
dating back to the 1930s that mainly look at how firms adjust behavior when a
regulatory regime is imposed and how capital markets react when disclosures
are made.147 However, these studies by and large do not make extensive use of
natural language processing or qualitative analysis that examines the content of
the disclosures themselves.148 They therefore miss key questions about the
relationship between the regulations, disclosure content, and outcomes.149
Kogan et al. use the text of 10-K disclosures to predict stock price
volatility.150 In particular, they used a tf-idf featurization151 and support vector
regression technique152 to predict price volatility. They find that the text of 10K disclosures provides substantial information to make predictions about
historic price volatility.153
There is also a growing interest in the use of data science, machine learning,
artificial intelligence, and other quantitative methods within the SEC itself. In a
recent statement, Scott W. Bauguess, Acting Director and Acting Chief
Economist of the SEC, articulated the SEC’s goals in thinking about the rise of
these methods.154 He emphasized that SEC regulators would benefit from being
able to predict likely outcomes in a range of domains, and these tools provide
unprecedented potential to do so.155 As part of its commitment to developing

143. Christian Leuz & Peter D. Wysocki, The Economics of Disclosure and Financial Reporting
Regulation: Evidence and Suggestions for Future Research, 54 J. ACCT. RSCH. 525, 27 (2016).
144. Id.
145. Id.
146. Id. at 29–31.
147. Id.
148. Id. at 20.
149. Id. at 37.
150. Shimon Kogan et al., Predicting Risk from Financial Reports with Regression, 2009 N. AMERICAN
CHAPTER OF THE ASS/N FOR COMPUTATIONAL PROC. 272, 277–79 (2009).
151. See Jurafsky et al., Speech and Language Processing, Chapter 6.5 (Dec. 30, 2020),
https://web.stanford.edu/~jurafsky/slp3/ed3book.pdf (discussing vector semantics and embeddings)
152. Sklern.svm.SVR, SCIKIT LEARN, https://scikit-learn.org/stable/modules/generated/sklearn.svm.SVR
.html (last visited Feb. 8, 2022).
153. Kogan et al., supra note 150, at 279.
154. SCOTT W. BAUGUESS, REVIEW OF THE ECONOMIC ANALYSIS FOR THE “PROPOSED AMENDMENTS TO
THE NATIONAL MARKET SYSTEM PLAN GOVERNING THE CONSOLIDATED AUDIT TRAIL TO ENHANCE DATA
SECURITY” (Nov. 30, 2020), https://www.sec.gov/comments/s7-10-20/s71020-8077422-225998.pdf.
155. Id. at 3.
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such technologies, the SEC makes troves of its own data and the raw text of
disclosures available on its EDGAR interface.156
The availability of these data has encouraged some preliminary work in
applying data science approaches to regulation. Joshua Mitts and colleagues
wrote a piece entitled The 8-K Trading Gap that looked at whether there was
evidence of insider trading in the days preceding a damaging disclosure
statement.157 Similarly in the cybersecurity context, Mitts and Talley conducted
a study that found evidence of insider trading prior to a cybersecurity breach
disclosure.158 In Part III, I discuss the policy framework for SEC-led
cybersecurity audits, introduce my data collection and methods, and report
results for how algorithmic auditing improves over the random auditing
baseline.
III. PREDICTING CYBERSECURITY INCIDENTS: AN ALGORITHMIC APPROACH
In this section, I present my main empirical exploration of how algorithmic
auditing can improve cybersecurity policy. Specifically, I develop a machine
learning approach to predicting companies that are likely to suffer cybersecurity
incidents, whether these be data breaches or other types of incidents. I develop
this algorithm only using information that would be available to regulators,
meaning I do not rely on private information only available to the particular firm.
I also specifically look at how an algorithmic approach can improve the SEC’s
cybersecurity auditing program. As discussed below, the SEC currently has
limited resources to conduct cybersecurity audits—since the program was
piloted, the SEC has been able to complete about seventy-five audits per year.
When auditing thousands of companies, the probability of detecting
cybersecurity problems, much less bringing enforcement actions, is vanishingly
low.159 Even modest gains from using algorithms to direct these audits can
dramatically improve the likelihood that the agency is able to audit vulnerable
firms in advance. An algorithmic approach to cybersecurity auditing can predict
as much as 25% of breached firms in advance. In Part IV, I also show how these
results can be improved further if the number of audits conducted is increased.
An important concept here is that the main empirical findings are not intended
to be interpreted in a causal manner. As suggested in earlier sections, this study
aims to be a proof-of-concept of the utility of strong predictions. Statistical
techniques for causal inference differ from those for prediction primarily in the
approach to how many models to fit, how to find the “right” specifications of
those models, and the kinds of claims analysts can make.
Before continuing, a roadmap of the methodological approach may be
helpful. First, this part introduces the various data sources used for this study.
The main pieces to keep in mind here are outcome data about cybersecurity
156. See, e.g., Bauguess, supra note 17 (discussing CDS disclosures).
157. Alma Cohen et al., The 8-K Trading Gap 1 (Colum. Ctr. L. Econ. Stud., Working Paper No. 524,
2016).
158. Mitts & Talley, supra note 23, at 3–4.
159. In Part III, I show that random audits (given the SEC’s current program) will generally fail to detect
any breached firms in advance, or at best flag one or two.
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incidents (the thing to be predicted) and features (the data used to make
predictions). Next, it discusses machine learning methodology. Machine
learning shares many similarities with models used elsewhere in empirical legal
studies, particularly regression-based methods. The main difference comes in
conceptual and philosophical approaches. Causal inference typically requires
specifying the “correct” model to explain how one variable causes another.
Machine learning instead fits many different models to discover the best one for
making accurate predictions.160 Finally, it shows the main results that
demonstrate how well machine learning models do at predicting future
cybersecurity incidents.
A.
1.

Data

Outcome Data

For outcome data, meaning reported data breaches and cybersecurity
incidents, I combine several data sources that independently collect information
about these events. The Veris Community Database (VCDB)161 (which feeds
into the Verizon Data Breach Investigations Report), the Privacy Rights
Clearinghouse Chronology of Data Breaches Database,162 and the Identity Theft
Resource Center are all used in this study.163 Each of these database maintainers
collects different information about the nature of the incident. The most
important distinction between these databases is the definition of breaches and
incidents. An incident can encompass a variety of events including loss of
equipment, mismanagement of cybersecurity training, etc.164 Data breaches are
one example of a cybersecurity incident.165 In general, companies do not always
need to report incidents because they are not always material (in terms of
securities regulation), but breaches are almost certainly material.166 Thus, the
outcome data includes both breaches and material incidents, but it is important
to note that these account for reported breaches and incidents. Because certain
events, even material ones, may be unreported (and even undetected), focusing
on reported breaches necessarily undercovers the universe of actual breaches
and material incidents.

160. Ed Burns, Machine Learning, HEWLETT PACKARD ENT. (Mar. 2021), https://www.techtarget.com/
searchenterpriseai/definition/machine-learning-ML.
161. Veris Community Database, RESIE, http://veriscommunity.net/index.html (last visited Feb. 9, 2022).
162. Data Breaches, PRIV. RTS. CLEARINGHOUSE, https://privacyrights.org/data-breaches (last visited Feb.
9, 2022).
163. Notified, IDENTITY THEFT RES. CTR., https://notified.idtheftcenter.org/s (last visited Feb. 9, 2022).
164. See Steve Symanovich, What is a Data Breach and How Do I Handle One?, LIFELOCK (Aug. 1, 2017),
https://www.lifelock.com/learn/data-breaches/data-breaches-need-to-know (discussing types of data breaches
and the harms that occur).
165. Id.
166. Inside Privacy, When Are Public Companies Required to Disclose that They Have Experienced a
Material Data Security Breach?, COVINGTON (May 14, 2014), https://www.insideprivacy.com/data-security/
when-are-public-companies-required-to-disclose-that-they-have-experienced-a-material-data-security-b.
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The Privacy Rights Clearinghouse (PRC) database acts as the baseline for
data breaches and incidents,167 and adds additional incidents found in other
databases but not in PRC. PRC is a useful baseline because it is the most
complete, and provides useful additional context that helps sketch out the policy
problem that may be missing from other databases, namely the type of incident,
its location, and a description of the incidents. Figure 1 shows the number of
breaches and incidents in the PRC dataset from 2010 onward. Note that these
are breaches among publicly traded companies successfully matched in the
dataset, as there are far more in the PRC database as a whole.

Figure 1: PRC Breaches Per Year
Notably, there are relatively few breaches among publicly traded
companies in any given year. Some years have slightly over thirty breaches in
this data, while others have closer to twenty-five. Compared to a universe of
approximately 2000 companies,168 this suggests breaches are quite rare. In
computer science terms, this is referred to an “imbalanced learning” problem
because one class (“no breach”) dominates in numbers over the other class
(“breach”).169

167. The data visualizations throughout this part are drawn from the PRC data because it has this extra
information that is useful for exploratory analysis, whereas the other databases were used to add breaches to the
outcome variable in the machine learning process.
168. See Jason M. Thomas, Where Have All the Public Companies Gone?, WALL. ST. J. (Nov. 16, 2017),
https://www.wsj.com/articles/where-have-all-the-public-companies-gone-1510869125 (according to the Wall
Street Journal, there are approximately 3,500 publicly traded companies in the U.S.). However, because of
inconsistencies in how companies report their disclosures under different central index key numbers (ciks),
matching disclosure text, financial information, and incident information is difficult. Future iterations of this
work will work to complete the dataset used in this paper to include all companies across all U.S. stock
exchanges. That being said, aside from a handful of notable exceptions (e.g., McDonald’s), there are few
breached firms that did not make it into the dataset.
169. Haibo He & Edwardo A. Garcia, Learning from Imbalanced Data, 21 IEEE TRANSACTIONS ON
KNOWLEDGE AND DATA ENG’G 1253, 1265 (Sept. 2009).
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Broken down by incident type, it is clear that the bulk of incidents is quite
serious. In Figure 2, STAT refers to stationary computer loss; DISC refers to
unintended disclosures; and PORT refers to portable device loss. Meanwhile,
HACK refers to outside hacking or malware infections, and INSD refers to a
company insider intentionally breaching information. The number of incidents
in the HACK category grows over time, while unintentional data losses become
less frequent over time. This trend may suggest that companies are becoming
more careful and better at preventing data losses that result from carelessness.
On the other hand, outside attacks have grown over time, which can point to
increased cybercriminal activity or a substitution away from techniques like
phishing toward more sophisticated techniques like malware.

Figure 2: PRC Breaches Per Year and Type
Geographically, incidents are concentrated in a handful of places. Firms in
New York, New Jersey, and California make up the bulk of the outcome data.
Given the prevalence of publicly traded companies in industries like finance and
technology, this is unsurprising. This information is relevant when thinking
about how to develop simpler models, as will be discussed in Part IV. These
geographic and industry patterns point to the fact that cybersecurity risk is not
randomly distributed, and therefore monitoring and enforcement efforts should
not be either. Figure 4 shows the geographic spread.
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Figure 4: Map of Breaches and Incidents
2.

Firm-Level Data

In machine-learning applications, text features170 tend to perform best
when combined with non-text features. In this case, I collect firm-level data on
each publicly traded company in my dataset. These features are helpful primarily
because they are already publicly available and easy to use, and therefore can
provide a reasonable baseline for how regulators may try to predict data breaches
without leveraging text information.
First, I extract industry codes and addresses. This information is helpful
primarily because firms belonging to different industries will likely prepare for
and respond to cybersecurity incidents in different ways. For example, firms that
handle health information are susceptible to stronger negative consequences
stemming from breaches and may be more likely to invest more in precautions
as a result.171 One example of different incentives is that generally consumers
do not have individual causes of action after the announcement of a breach, but
generally do enjoy causes of action when protected health information is
compromised.172 Industry codes are therefore potentially valuable information,
and geographic information may also be relevant insofar as it may serve as a
proxy for things like firm size, products, etc.
Industry codes are also interesting because different industries have
varying cyber risk profiles. Figure 5 shows the number of breached and nonbreached observations among a subset of the most represented industries in the

170. Throughout this Article, I will typically use machine learning and data science terminology to refer to
statistical concepts. For instance, I use outcome or target variable to describe the quantity being predicted (as
opposed to dependent variable). Similarly, I use features to describe the variables used to make predictions. In
other empirical literatures these might be referred to as independent variables or covariates.
171. See Kat Jercich, Healthcare Data Breaches on the Rise, HEALTHCARE IT NEWS (Aug. 5, 2021,
9:14AM), https://www.healthcareitnews.com/news/healthcare-data-breaches-rise (discussing need for
companies to take more precautions to protect against the threat of security breaches).
172. Richard Console Jr., Data Breach Alert: Medical Healthcare Solutions, Inc., JDSUPRA (Feb. 8, 2022),
https://www.jdsupra.com/legalnews/data-breach-alert-medical-healthcare-6924989.
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dataset. Some industries, such as real estate, are well-represented in the dataset,
but suffer relatively few breaches or incidents. Figure 6 shows the ratio of
breached observations relative to non-breached observations per industry.
Although there are over 200 industries represented in the dataset, only
approximately forty suffer cybersecurity incidents at all. Notably, 50% of
observations associated with the financial services industry also correspond to
breaches. Telecommunications, software, and retail also have fairly high-risk
profiles.
I also incorporate firm-level data from the U.S. Stocks Database173
maintained by the Center for Research in Security Prices.

Figure 5: Industries with Breaches/Incidents

Figure 6: Ratio of Breaches/Incidents

173. CSRP US Stock Databases, CTR. FOR RSCH. IN SEC. PRICES, https://www.crsp.org/products/researchproducts/crsp-us-stock-databases (last visited Feb. 2, 2022).
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Table 1 summarizes the features drawn from the U.S. Stocks Database.
Critically, the algorithm does not predict how stocks may respond to
cybersecurity incidents. Rather, stock volatility is used as a proxy for a firm’s
general riskiness, as measured by how investors respond in capital markets.174
Kogan et al. already demonstrated that text analysis successfully predicts an
asset’s stability fairly well.175 The idea here is to take that measure of riskiness
and use it as a feature to predict cybersecurity riskiness.
Feature Name

Explanation

CURCD

Native Currency Code

TXDB

Deferred Taxes

TXDBCA

Deferred Tax Asset

TXDBCL

Deferred Tax Liability

TXDITC

Deferred Taxes and Investment Tax Credit

TXNDB

Net Deferred Tax Asset (Liability) - Total

TXNDBA

Net Deferred Tax Asset

TXNDBL

Net Deferred Tax Liability

TXNDBR

Deferred Tax Residual

TXP

Income Taxes Payable

CSHTR_C

Common Shares Traded - Annual - Calendar

DVPSP_C

Dividends Per Share

PRCC_C

Price Close - Annual - Calendar

PRCH_C

Price High - Annual - Calendar

PRCL_C

Price Low - Annual - Calendar

CSHTR_F

Common Shares Traded - Annual - Fiscal

MKVALT

Market Value - Total - Fiscal

ADDZIP

Zip Code

CITY

Headquarters City

State

Headquarters State

Industry Title

Standard Industry Code Industry

Table 1: Features Drawn from U.S. Stocks Database

174. See Kogan et al., supra note 150, at 273 (noting how volatility is often used in finance as a measure
of risk).
175. Id.
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Text Data

The text data sources are the Securities and Exchange Commission’s (SEC)
datasets that collect companies’ annual 10-K disclosures.176 In these 10-Ks,
firms are required to disclose potential risk factors, including cybersecurity
risks, to their investors.177 However, the SEC recognizes that companies need to
manage the language in these disclosures so as to not create a roadmap for
potential cybercriminals to exploit vulnerabilities.178
4.

Extracting Risk-Disclosure Text

The most difficult data-collection task is collecting all of the relevant SEC
filings so that they can be matched to the outcome data. The SEC provides an
online search tool (EDGAR)179 for looking up individual firms and their
corresponding documents, but this does not lend itself to dataset construction.
Luckily, a number of open-source packages are available that aid with this
task. In particular, I use the “edgar”180 and “edgarWebR”181 packages in the R
computing environment. The edgar package provides a list of “Central Index
Key (cik)” numbers that uniquely identify each publicly traded company.182 The
edgarWebR package includes functions for looking up companies by their cik
numbers and then extracting the raw text of their disclosures.183 A key feature
here is that the package also includes a method for tagging parts of a disclosure,
such that a user may tag all text that falls under the “Risk Disclosure” heading,
which is always “Item 1A” on a 10-K disclosure form.184 Because some forms
may be ill-formed, doing this computationally may not capture every relevant
aspect of every disclosure. However, it should be sufficient for most purposes.
After extracting the risk-disclosure text, the next task is combining it with
the outcome data and other features. Ultimately, the resulting dataset contains
information about a firm’s name, cik number, filing date, risk disclosure text,
firm-level features drawn from the U.S. Stocks Database, and a logical indicator
suggesting whether it was breached in the year following the publication of its
risk disclosure.

176. See EDGAR, SEC, https://www.sec.gov/edgar/searchedgar/companysearch.html (last visited Feb. 9,
2022) (accessing the SEC database for company filings).
177. See Michele Kloeppel, Patrick Paterson, SEC Updates 10-K and 10-Q Disclosure Requirements –
Regulations S-K Items 101,103,105, JDSUPRA (Nov. 5, 2020), https://www.jdsupra.com/legalnews/sec-updates10-k-and-10-q-disclosure-43006 (discussing the required disclosures when filing a 10-K).
178. CF Disclosure Guidance: Topic No. 2, SEC (Oct. 13, 2011), https://www.sec.gov/divisions/
corpfin/guidance/cfguidance-topic2.htm.
179. EDGAR, supra note 176.
180. Gunratan Lonare & Bharat Patil, Tool for the U.S. SEC EDGAR Retrieval and Parsing of Corporate
Filings, CRAN (Feb. 6, 2022), https://cran.r-project.org/web/packages/edgar/edgar.pdf.
181. Micah J. Waldstein, SEC Filings Access, CRAN (Apr. 24, 2021), https://cran.r-project.org/web/
packages/edgarWebR/edgarWebR.pdf.
182. EDGAR Company Filings | CIK Lookup, U.S. SECURITIES AND EXCHANGE COMMISSION,
https://www.sec.gov/edgar/searchedgar/cik.htm (Aug. 1, 2019).
183. Id.
184. Lonare & Patil, supra note 180, at 3.
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Feature Engineering

In addition to firm-level and textual data, I also conduct feature engineering
to manually create some features that may be helpful for prediction purposes.
From the firm-level data, stock volatility is calculated using the difference
between high and low stock prices for the year. A logical indicator for companies
that experience breaches or incidents in previous years is constructed. Finally,
the ratio of breached observations to unbreached observations within an industry
is calculated.
Keyword searches of the disclosure text are used to create features that
mapped to the SEC’s interpretative guidance. Some examples of manually
created features and the associated keywords are shown in Table 2. Further
feature engineering would use more sophisticated methods to pick up on the
concepts underlying the SEC guidance, but keywords are a first attempt to see
how basic models would do. Concretely, the SEC interpretative guidelines look
at the following elements:185
•
•
•
•
•
•
•
•

Occurrence of prior cybersecurity incidents
Probability of the occurrence and potential magnitude of
cybersecurity incidents
Preventative actions taken to reduce cybersecurity risks and
associated costs
Aspects of business that give rise to material cybersecurity risks
Costs associated with maintaining cybersecurity protections
Potential for reputational harm
Existing or pending laws that might affect cybersecurity risk
Litigation, regulatory investigation, and remediation costs
associated with cybersecurity incidents

Feature Name

Key Words

Probability of
Occurrence

Cyberattack, Previous Incident

Preventative Actions

IT Security, Encryption, Cybersecurity Awareness
Training

Aspects of Business

Personal Data, PII, PHI, Password

Reputational Harm

Harm to Our Reputation, Reputational Harm

Existing Laws and
Regulation

Produce User Data, User Data Requests,
Government Requests for User Data

Table 2: Features Engineered from SEC Interpretative Guidance

185. U.S. Secs. & Exch. Comm’m, Commission Statement and Guidance on Public Company
Cybersecurity Disclosures, at 13–14 (Feb. 26, 2018), https://www.sec.gov/rules/interp/2018/33-10459.pdf.
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Text Featurization

Featurizing Text

To featurize the text (turn text into quantitative information), I use
word2vec. Word2vec is a set of popular word embedding models first introduced
by Mikolov et al.186 Word2vec is a “word embedding” technique, meaning it
converts words into numerical vectors, and puts substantively similar words into
vectors that are close together.187 Specifically, document-averaged word
embeddings from word2vec are constructed to transform the raw text of annual
disclosures into quantitative features.188 Prior to describing this method in more
detail, a look at simpler featurization techniques will be helpful to show how
word2vec differs.
2.

Frequency-Based Featurization

The simplest model for featurizing text would be the “bag-of-words”
approach. A bag-of-words is a frequency-based scheme that essentially counts
how many times a word appears in a document and creates a feature for that
count.189 One popular extension of the bag-of-words technique is the “term
frequency-inverse document frequency” approach which counts the number of
times a word appears in a document, but divides that figure by the number of
times that word appears across a corpus.190 Thus, words that are unique to a
document will get higher weights than words that appear frequently across
documents.191
Frequency-based approaches are useful because they are easy to implement
and interpret. Tf-idf in particular can be quite powerful when dealing with a
classification task where there are words that are good at discriminating between
class labels. For instance, in e-mail spam detection, certain key words show up
in spam e-mails that rarely show up in legitimate ones. A model trained on tf-idf
or bag-of-words features would be able to flag spam simply by looking at
whether words associated with spam class labels appear in a document. The
disadvantage of these approaches is that in more complicated classification
tasks, frequency-based embeddings may sacrifice too much of the substantive
meaning of words to be useful predictors. Whereas in the spam example, in
which there is a clear link between the presence of some words and the outcome
label, this relationship is not always so strong. In the context of this study, word
186. Tomas Mikolov, Kai Chen, Greg Corrado & Jeffrey Dean, Efficient Estimation of Word
Representations in Vector Space, 2013 ICLR 1 (2013).
187. Neeraj Agarwal, The Ultimate Guide to Different Word Embedding Techniques in NLP, KDNUGGETS
(2021), https://www.kdnuggets.com/2021/11/guide-word-embedding-techniques-nlp.html.
188. Jason Brownlee, A Gentle Introduction to the Bag-of-Words Model, MACHINE LEARNING MASTERY
(Aug. 7, 2019), https://machinelearningmastery.com/gentle-introduction-bag-words-model.
189. Id.
190. Mauro Di Pietro, Text Classification with NLP: Tf-Idf vs Word2Vec vs BERT, TOWARDS DATA SCI.
(July 18, 2020), https://towardsdatascience.com/text-classification-with-nlp-tf-idf-vs-word2vec-vs-bert41ff868d1794.
191. See DAN JURAFSKY & JAMES H. MARTIN, SPEECH AND LANGUAGE PROCESSING (forthcoming 3d ed.)
(discussing tf-idf weighting in Section 6.5 of the Chapter 6 draft).
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frequencies likely do not so neatly map into the outcome of a firm being
breached, thus warranting considering more information.
3.

One-Hot Encoding

One way to capture more of a word’s meaning in context is the one-hot
encoding approach. A one-hot encoder essentially takes a collection of words
(sentence, paragraph, or document), and creates logical indicators for whether
words in the corpus appear in that collection.192 For example, if we had five
words in a feature space, “I,” “love,” “data,” “is,” and “cool,” then the following
sentences would be encoded as follows:193
I

love

data

is

cool

I love data

1

1

1

0

0

love is cool

0

1

0

1

1

0

0

1

1

1

data is cool

Table 4: One-Hot Encoder
This featurization approach is useful primarily because it encodes
sentence-level (or paragraph/document) information in a numerical vector.194 By
representing sentences as vectors, more information about the distance between
sentences is available to the analyst. However, the one-hot encoding still does
not understand the meaning of the sentences. Although “love is cool” is close to
“data is cool” in vector space, these vector representations still depend on the
appearance of certain words rather than their actual substantive meaning.
Moreover, this application looks at entire documents. The feature space quickly
becomes high-dimensional when one-hot encoding thousands of long
documents, which increases computational complexity.
4.

Word2Vec

Now that we have seen the “bag-of-words” and “one-hot” encoding
approaches, let us take a look at how word2vec builds on these concepts.
Word2Vec is a word embedding technique that uses a prediction-based approach
to creating word vectors. The training process for word2vec involves predicting

192. Rakshith Vasudev, What Is One Hot Encoding? Why and When Do You Have to Use it?,
HACKERNOON (Aug. 2, 2017), https://hackernoon.com/what-is-one-hot-encoding-why-and-when-do-you-haveto-use-it-e3c6186d008f.
193. Skyler Dale, An Intuitive Explanation of word2vec, TOWARDS DATA SCI. (Jan. 28, 2020),
https://towardsdatascience.com/an-intuitive-explanation-of-word2vec-208bed0a0599 [https://perma.cc/23Y7EY8Y].
194. A “vector” in this case should be understand in its linear algebra context. A vector represents an object
with a magnitude and direction (for instance, the acceleration of an object), and vectors can be operated on in a
vector space, which is a collection of vectors. In this case, the vectors encode information about a sentence, and
situates each sentence in a vector space relative to other sentences.
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words based on their surrounding context.195 Using the context surrounding a
word as input, this context is passed through a neural network to produce vectors
with probabilities to predict target words.196 The algorithm then uses a technique
called “backpropagation” to adjust the weights it assigns to these vectors until it
minimizes the loss function (or more simply, until it does as well as it can at
predicting words).197 This process then outputs vector representations for each
word, and words with similar contexts will have vectors that are closer together
in vector space.198 A canonical example of the advantage of this approach is
encapsulated in this relationship:
apple - tree + grape = vine
Taking the vector for apple, subtracting the vector for tree, and adding the
vector for grape yields a vector that is very close to the vector for vine. Thus,
the word2vec representations are able to capture the idea that the concept of a
vine is similar to a tree, except for the fact that grapes grow on vines whereas
apples grow on trees. Thus, these word2vec vectors can capture more contextual
meaning than word frequency or order.
I use word2vec and update the vectors with the text of the SEC disclosures.
I then take these vectors and average them across documents. Doing so creates
a document-level vector that is built upon the tuned-word vectors. These
document-level vectors then become features in the downstream classification
task, which is predicting firms that are likely to suffer cybersecurity incidents.199

Figure 11: Illustration of Continuous Bag-of-Words and Skipgram200

195. Zafar Ali, A Simple Word2vec Tutorial, MEDIUM (Jan. 6, 2019), https://medium.com/@zafaralibagh6/
a-simple-word2vec-tutorial-61e64e38a6a1 (noting this prediction can either use Continuous Bag-of-Words
(predicting a target word from surrounding words) or skipgram (predicting surrounding words from a target
word). CBOW does better with larger datasets and common words, whereas skipgram is better for smaller
datasets and rare words). See infra Figure 11 (illustrating this concept).
196. Id.
197. Id.
198. Id.
199. See infra Section III.G (defining classification).
200. Mikolov et al., supra note 186, at 5.
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Exploratory Analysis

Before proceeding to the statistical analysis, some exploratory data analysis
to understand these various data sources is prudent. To start, looking at the text
of cybersecurity risk disclosures is helpful. This filing is from Apple’s 10-K
filing in 2011.201 Under its risk disclosure, it says the following about
cybersecurity risks:
The Company may be subject to breaches of its information
technology systems, which could damage the Company’s
reputation, business partner and customer relationships, and
access to online stores and services. Such breaches could
subject the Company to significant reputational, financial,
legal, and operational consequences.
The Company’s business requires it to use and store customer,
employee, and business partner personally identifiable
information (“PII”). This may include names, addresses, phone
numbers, email addresses, contact preferences, tax
identification numbers, and payment account information.
Although malicious attacks to gain access to PII affect many
companies across various industries, the Company may be at a
relatively greater risk of being targeted because of its high
profile and the amount of PII managed.
The Company requires usernames and passwords in order to
access its information technology systems. The Company also
uses encryption and authentication technologies to secure the
transmission and storage of data. These security measures may
be compromised as a result of third-party security breaches,
employee error, malfeasance, faulty password management, or
other irregularity, and result in persons obtaining unauthorized
access to Company data or accounts. Third parties may attempt
to fraudulently induce employees or customers into disclosing
usernames, passwords or other sensitive information, which
may in turn be used to access the Company’s information
technology systems. To help protect customers and the
Company, the Company monitors accounts and systems for
unusual activity and may freeze accounts under suspicious
circumstances, which may result in the delay or loss of
customer orders.
The Company devotes significant resources to network
security, data encryption, and other security measures to
protect its systems and data, but these security measures cannot
provide absolute security. The Company may experience a
breach of its systems and may be unable to protect sensitive
data. Moreover, if a computer security breach affects the
Company’s systems or results in the unauthorized release of
PII, the Company’s reputation and brand could be materially
201.

APPLE INC., ANNUAL REPORT (FORM 10-K) (Oct. 26, 2011).
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damaged and use of the Company’s products and services
could decrease. The Company would also be exposed to a risk
of loss or litigation and possible liability, which could result in
a material adverse effect on the Company’s business, results of
operations and financial condition.202
This disclosure represents just one case, and Apple may be more
conscientious than most companies. That being said, this type of language
reflects the sort of text that might distinguish various cybersecurity practices. If
there are patterns in the language, details, and other information presented in
cybersecurity risk disclosures, this may emerge through natural language
processing.
We can see general patterns in the way that companies talk about their
risks. Figure 7 shows a topic model for two topics, trained on the text of the risk
disclosures.203 These topics give a sense of the sorts of terms that are likely to
appear together in a disclosure. Specifically, the concepts of “risk,” “price,” and
“adverse” seem to come up, which should not be surprising given the nature of
section 1A.

Figure 7: Latent Dirichlet Allocation for 2 topics
D.

Metrics

Before providing baseline simulations to motivate the core policy problem,
basic metrics are defined for evaluating the efficacy of cybersecurity audits. The
prediction task here is predicting whether a firm will suffer a cybersecurity
breach or incident. There are various ways to define whether a prediction task is
working well. In this case, the task is predicting “breach” or “no breach,” with
“breach” being the “positive” class. Some foundational building blocks to think
about predictions in this case include:
202.
203.

Id.
See David M. Blei, Andrew Y. Ng & Michael I. Jordan, Latent Dirichlet Allocation, 3 J. MACH.
LEARNING RSCH. 993 (2003) (explanation of topic models).
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True Positives (TP): Predictions where the model accurately predicts
the positive class. In this case, these are instances when a model
predicts a “breach” and there was indeed a breach.
• False Positives (FP): Predictions where the model erroneously predicts
the positive class. In this case, these are instances when a model
predicts “breach” when there was no breach.
• True Negatives (TN): Predictions where the model accurately predicts
the negative class. In this case, these are instances when a model
predicts “no breach” and there was no breach.
• False Negatives (FN): Predictions where the model erroneously
predicts the negative class. In this case, these are instances when a
model predicts “no breach” when there was actually a breach.204
In this context, true positives and false negatives are the most consequential
metrics. Successfully predicting a true positive indicates that the model found
an ideal candidate for an audit, while predicting a false negative (failing to detect
a breach) implies a situation where an audit may have helped but the model
failed to direct the intervention toward that firm. False positives imply that the
model would have a firm audited that may not have needed it; while this imposes
costs on the agency, it is not as consequential as a false negative. Meanwhile,
true negatives are trivial to predict in this context because relatively few firms
are breached in any given year.
Delving deeper, these metrics can be combined in useful ways.
Accuracy:
Accuracy is essentially a measure of how many times the model was
correct in its predictions in either direction, divided by the total number of
predictions it made.
Recall:
Recall is a measure of successful the algorithm was at detecting instances
of the positive class. In this case, the ratio is an expression of what fraction of
the actual breaches the algorithm successfully predicts.
Precision:
Precision is a measure of how successful a model filters out noisy
predictions. Put differently, it is a statement of what fraction of all the
predictions of the positive class were actually in the positive class. In this case,
it is saying of all the firms that the model predicted would be breached, how
many were actually breached.

204. See GARETH JAMES ET AL., AN INTRODUCTION TO STATISTICAL LEARNING 147 (7th prtg. 2017 ed.)
(providing a fuller description of these building blocks).
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Random Audits

In 2015, the SEC began its cybersecurity auditing program.205 That year,
the SEC conducted seventy-five audits.206 I simulated these audits to provide a
baseline for an algorithm to improve upon. To do this, I chose seventy-five firms
randomly to audit and plot the distributions of how well these audits predict
eventual breaches. I ran 100,000 simulations of picking seventy-five firms to
audit at random, and then plotted distributions for true positives, recall, and
precision. I looked at breaches for the 2015-2016 fiscal year, where there were
ten breaches.
Figure 8 shows the distribution of true positives across these simulations.
Across 100,000 simulations, the modal outcome is to successfully detect zero
breaches in advance. In the tail of the distribution, randomly auditing may pick
up on one or two eventual breaches, but hardly ever exceeds these figures.
Similarly, recall follows the same pattern, as seen in Figure 9.

Figure 8: Distribution of True Positives in Random Audits

205.
206.

OCIE’s 2015 Cybersecurity Examination Initiative, supra note 85.
Id.
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Figure 9: Distribution of Recalls in Random Audits
Even if an algorithm could not improve on true positive and recall
measures, there is substantial room to improve on precision. Figure 10 shows
the distribution of precision across simulations of random audits. Even in cases
where a random audit successfully predicts a breach, the precision score lies
somewhere between 0.015 and 0.025. The takeaway here is that of the seventyfive audits conducted, all but one or two are potentially wasted. Any
improvement over this precision score would make these audits more efficient.

Figure 10: Distribution of Precisions in Random Audits
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Logistic Regression

Next, I trained a logistic regression to simulate how well a simple algorithm
performs on this prediction task. Using the same subset as I did with the random
audits, I trained the logistic regression on the disclosures. In this case, I
featurized the text of the disclosures using the term frequency-inverse document
frequency (tf-idf) technique. The simplest natural language processing (NLP)
model that could be used is the “bag of words” model where the columns in the
dataset correspond to counts of how many times a given word appears in a
document. In this context, a document is a 10-K disclosure for a particular
company and year. Instead of using a bag of words, tf-idf takes the number of
times a term appears in a given document (term frequency), and then multiplies
that by the inverse of the number of documents that the term appears in (idf).
The basic intuition here is that more weight is given the more times a term
appears within a document, but then weight is decreased the more common a
term is across documents. Thus, tf-idf does well classifying documents where
individual documents have key terms that do not appear elsewhere in the corpus.
Table 3 shows a confusion matrix that shows how well a logistic regression
does with tf-idf weighting at predicting outcomes for the 2015–2016 fiscal year.
A confusion matrix is a useful tool for visualizing how well an algorithm did at
a classification task, and common metrics like accuracy, recall, and precision are
easily derived from it. Of the 4,209 companies in this dataset, five suffered
breaches. The model predicted 4 companies would suffer breaches, but none of
these predictions overlapped with actual breaches. The model did successfully
predict almost every case of “no breach,” but this is of little value given the
severe imbalance in the dataset.
observed no breach
predict no breach
predict breach

observed breach
4200

5

4

0

Table 3: Logistic Regression Confusion Matrix
In this case, the simple model does even worse than random auditing.
While a combination of logistic regression and tf-idf has advantages regarding
transparency and interpretability, more complex models are likely to do better
in this case. Given that this logistic regression had zero true positives, it had a
recall and precision of zero. The low baselines implied by both random auditing
and logistic regression motivate the possibility for exploring other methods that
can enhance successful prediction of cybersecurity incidents. The poor
performance of a simple logistic regression may also point to why the SEC and
other regulatory agencies have thus far been slow to adopt algorithmic
approaches to prediction policy problems.
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Machine Learning Modeling

This section details the machine learning modeling process used to predict
cybersecurity incidents. The main difference between machine learning and
other statistical methods frequently used in empirical studies is that I am
primarily concerned with making good predictions, rather than fitting a causal
model. As such, the overall framework differs in that I fit many different models
using several different specifications207 to find the model that makes the best
predictions. This practice is common in the applied machine learning
literature—the central insight is that the analyst does not know the best
predictive model a priori, and is not concerned with specifying the correct causal
model but rather finding the best predictive one.208 Because the analyst does not
specify the model beforehand, standard practice is to fit many different models
and hyperparameter tune209 them to find the best one. I first detail the individual
statistical models that I fit, describe how I blend these models together into an
“ensemble,” and discuss the general strategy for fitting models across time and
with rare events.
1.

Constituent Models

I use several constituent models before fitting an ensemble model.
Importantly, each of these models is well-suited to classification tasks, though
some can be used for regression as well. In machine-learning terms, a
classification task is distinguished from a regression task by the nature of the
target variable (the variable that we are trying to predict).210 Classification is
predicting which class label an observation belongs to.211 Binary classification
predicts a target that can take one of two class labels, whereas multi-class
classification predicts targets with many labels.212 In contrast, regression
predicts continuous target variables.213 In this case, predicting whether a firm is
breached or not is a binary task.

This is a process known as “hyperparameter tuning.”
Sander van Cranenburgh et al., Choice Modelling in the Age of Machine Learning, 42 J. CHOICE
MODELLING 1, 4 (2022).
209. Hyperparameter tuning is the practice of allowing certain parameters to vary, and fitting multiple
models to see which parameter values achieve the best predictions. The most common way to do this is via a
“grid search” where the grid specifies all of the combinations of various hyperparameters. For example, in treebased methods one might supply several different values of tree-depth and splitting rules. See Tuning the HyperParameters of an Estimator, SCIKIT LEARN, https://scikit-learn.org/stable/modules/grid_search.html (last visited
Feb. 14, 2022) (explaining how to hyperparameter tune using the sklearn framework).
210. Jason Brownlee, Difference Between Classification and Regression in Machine Learning, MACH.
LEARNING MASTERY (Dec. 11, 2017), https://machinelearningmastery.com/classification-versus-regression-inmachine-learning.
211. Id.
212. Id.
213. Id.
207.
208.
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Logistic Regression

Logistic regression (logit) is a common algorithm in the social sciences,
and is especially popular for binary classification tasks.214 Most social science
applications of logistic regression report coefficients on the features
(independent variables or covariates in social science language) for causal
estimates.215 These coefficients are generally reported as log-odds, though
sometimes are exponentiated to odds ratios.216 Critically, in a prediction context,
the coefficients are not the object of interest for analysts. Rather, only the
predicted probabilities for the target in the test set are relevant for the analysis.
In a prediction setting, the causal interpretation of various coefficients is not
especially relevant because a policymaker does not need to understand the
precise relationship between the outcome and a feature to make a decision.
3.

Poisson Regression

Poisson regression is a generalized linear model that is popular for
modeling count data.217 In this case, the Poisson model is implemented via a
“decision tree.” Trees can be used for both classification and regression
problems.218 The basic idea behind a decision tree is that the algorithm learns
the relationships between features and targets by growing a tree that
encapsulates various decision rules.219 The tree starts at an initial node, and then
makes a split into two new nodes based on some decision rule.220 At each of
these nodes, the tree then splits again based on a new rule.221 This process
iterates until the tree cannot make any more splits.222 A frequently used example
to illustrate this concept is a classification tree that predicts whether a passenger
on the Titanic would survive given the rules for who was allowed to board a
lifeboat.223

214. Soner Yildirim, How is Logistic Regression Used as A Classification Algorithm?, MEDIUM (May 3,
2020),
https://towardsdatascience.com/how-is-logistic-regression-used-as-a-classification-algorithm51eaf0d01a78.
215. Saishruthi Swaminathan, Logistic Regression — Detailed Overview, TOWARDS DATA SCI. (Mar. 15,
2018), https://towardsdatascience.com/logistic-regression-detailed-overview-46c4da4303bc.
216. Id.
217. Poisson
Regression / Regression
of
Counts:
Definition,
STATISTICS
HOW
TO,
https://www.statisticshowto.com/poisson-regression (last visited Feb. 13, 2022).
218. GARETH JAMES ET AL., supra note 204, at 311.
219. Id. at 303.
220. Id. at 312.
221. Id.
222. Id.
223. See infra Figure 12.
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Figure 12: Titanic Survival Classification Tree
4.

Random Forest, Gradient Boosting Classifier (GBC), and Adaptive
Boosting

Classification trees have a few drawbacks, however. Without pruning
(reducing the depth of a tree), trees tend to overfit the data, thus achieving poor
performance out-of-sample.224 Trees also initialize from a randomly chosen
feature and make probabilistic splits.225 Thus, any given tree may be overfit to
idiosyncrasies in that particular random sample. To address these problems,
classification trees are frequently combined in “ensemble” methods.226
One approach to solving these problems is using a “bagging” technique
such as a random forest. A random forest grows many classification trees in
parallel and then has each tree vote for the outcome.227 The prediction with the
majority vote is the final prediction for the random forest.228 Random forests are
popular because they reduce the tendency of single trees to overfit and can be
trained quickly with parallel processing.229
Another ensemble learning approach for trees is “boosting” algorithms.
Whereas bagging grows trees in parallel, boosting instead iteratively combines
weak classifiers (classifiers that do slightly better than a coin toss at predicting
an outcome) to create a strong classifier (a classifier that has close to zero
error).230 Boosting takes longer to train than bagging because it is iterative, but
has the advantage of having each sequential model learn from the mistakes of
the previous models.231 In this case, I use gradient boosting and adaptive
boosting, which primarily differ in how they combine weak learners. Gradient
224. See generally Niklas Donges, A Complete Guide to the Random Forest Algorithm, BUILTIN (July 22,
2021), https://builtin.com/data-science/random-forest-algorithm (analyzing the various drawbacks of
classification trees and describing “bagging” technique).
225. Id.
226. Id.
227. Id.
228. Id.
229. Id.
230. Barocas & Selbst, supra note 127 (discussing boosting).
231. Jiawei Hu, Ensemble Learning from Scratch, TOWARDS DATA SCIENCE (Feb. 10, 2020),
https://towardsdatascience.com/ensemble-learning-from-scratch-20672123e6ca.
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boosting learns from the errors (pseudo-residuals) in the previous iteration of the
algorithm.232 Adaptive boosting learns by upweighting data points that were
incorrectly classified in the previous iteration,233 thus forcing the algorithm to
learn how to deal with more difficult decisions.
Ensemble learning decision trees are especially attractive in an imbalanced
dataset setting. In this case, the cases of “no breach” far outnumber the “breach”
observations. Ensembles are better at predicting minority-class observations
because they reduce noise from overfitting and are built in a way that focuses on
harder cases.
5.

Soft-Voting Ensemble Learner

Finally, I take all of the constituent algorithms and combine them into a
soft-voting ensemble classifier. Using the predicted probabilities from each
model, the ensemble takes the average of these probabilities and makes a
decision based on that average. This approach can be contrasted with hardvoting classifiers where each model takes a vote, and the majority vote is the
ensemble’s decision. The soft-voting ensemble takes advantage of the fact that
each of these model's outputs predicted probabilities and combines them into a
meta-learner.
Ensemble classification is helpful primarily because it ameliorates
idiosyncrasies that may plague any individual model.234 Moreover, knowing the
“correct” model a priori is impossible, and ensembles help approximate the best
possible model by averaging constituent models.235 Ensembles take advantage
of the fact that if each model is more likely than not to make the correct
prediction, combing their predictions will boost the accuracy because it is less
likely that idiosyncratic errors in one model will turn into incorrect predictions.
6.

Temporal Cross-Validation

A potential problem in building machine-learning models on temporal data
is the tendency for future information to leak into the training process.236 In
typical machine-learning modeling, the analyst splits the data into train and test
sets (sometimes adding a “validation” set as well). The train/test split is done at
random in most applications, and the model is then trained on the training data,
and its predictions are compared to the true observations in the test data.
However, this framework quickly breaks down with temporal data. If the splits
are done randomly with temporal data, the machine learning algorithm learns
patterns from a future time period, and its performance will be artificially
boosted when it is tested on data from a previous time period. For instance,
232. Id.
233. Id.
234. VIJAY KOTU & BALA DESHPANDE, PREDICTIVE ANALYTICS AND DATA MINING 31 (Steven Elliot,
2015).
235. Id.
236. Jason Brownlee, Overfitting and Underfitting with Machine Learning Algorithms, MACH. LEARNING
MASTERY (Mar. 21, 2016), https://machinelearningmastery.com/overfitting-and-underfitting-with-machinelearning-algorithms/.
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imagine if the training set randomly included the Target 2013 breach outcome
in its training data, and the test set included the 2011 and 2012 financial
disclosures timeframes. When testing the algorithm, it will almost assuredly
predict a breach because it borrows information from a future year. This would
make the algorithm seem accurate, but would not reflect actual deployment
conditions, as a regulator will not have advance notice of a breach (indeed, such
information would obviate the need for an algorithmic approach).
Instead, I utilize a “temporal cross-validation” approach. The intuition here
is that the model is built sequentially so that it never borrows information from
the future. Using a k-fold approach, each fold will represent a sequential year.
Each successive fold is a superset of the previous fold, thus ensuring that only
past information is used. For instance, for each entity, we might aggregate
features in 2011 and 2012, train on outcome data from 2013, and then
validate/test on outcome data from 2014.237 Figure 13 illustrates the basic logic
of temporal cross validation.

Figure 13: Illustration of Temporal Cross-Validation
7.

Over and Under sampling

The major problem with predicting cybersecurity incidents is that although
they are costly, they are relatively rare. In machine-learning terms, this translates
to an imbalanced learning problem. Essentially, instances of the majority class
(“no breach”) vastly outnumber instances instance of the minority class
(“breach”). Thus, if an algorithm was trained to optimize only for accuracy, it
would do quite well by simply picking the majority class every time. From a
policy perspective, optimizing for accuracy alone is not always fruitful because
regulators are oftentimes concerned with detecting and preventing rare but
significant events.

237. See Temporal Cross Validation, GITHUB, https://github.com/dssg/hitchhikers-guide/tree/master/
sources/curriculum/3_modeling_and_machine_learning/temporal-cross-validation (last visited Feb. 14, 2022)
(taking tutorial from the Data Science for Social Good Fellowship program. Figure 13 is borrowed from this
guide).
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One way to overcome this problem is to utilize oversampling and
undersampling techniques. Oversampling takes instances of the minority class
and upsamples them in the training process, whereas under sampling takes
instances of the majority class and downsamples them.238 Oversampling comes
at the cost of potentially overlearning idiosyncrasies in minority class, and thus
generalizing poorly. Undersampling comes at the cost of throwing away
potentially relevant and useful information, thus reducing the algorithm’s
overall accuracy.
In this application, I combine over and under sampling together.
Combining both helps capture some of the benefits of each, while ameliorating
the disadvantages of each.
F.

Results

Although more work is necessary before deploying a model in a real-world
context, early results are promising. Compared to random audits or no audits,
algorithmic predictions more successfully target risky companies and industries.
In this section, I present the results of various model configurations. I present a
baseline model with just firm-level information, a model trained only on text, a
model that combines both firm-level information and text, and a final model that
selects the most predictive firm-level features and discards unimportant features.
In general, combining firm-level data and text features works best for prediction,
and reducing model complexity aids with improving precision. The best results
suggest that about 25% of breached firms can be predicted in advance. At the
lower bound, algorithms that use fewer features or are not optimized as well can
still find about 10% of breached firms in advance.
1.

Baseline Results

The first model presented is a baseline model that uses only firm-level
features. These include the features described in Part IV.1.2. Figure 14 shows
the results for this baseline model without any additional text features. I use
logistic regression, Poisson regression, classification tree, random forest,
gradient boosting classifier, and adaptive boosting methods. Although logistic
regression performs quite well on recall (the ratio of firms predicted to be
breached over the firms that were actually breached), this performance comes at
the expense of accuracy (ratio of correct predictions to incorrect predictions) and
precision (ratio of correct predictions to correct plus incorrect predictions).
Essentially, the logit model here too aggressively guesses the positive class
(breach) in this case. The tree-based methods trade off some of this recall for
more precision, though still are not as precise as we might hope for in a policy
application. At best, the tree-based methods achieve around a 0.1 precision.
While recall is more important in this application, too low a precision score
implies that the SEC would erroneously flag too many audit candidates. Given
238. Zian Seng et al., A Neighborhood Undersampling Stacked Ensemble (NUS-SE) in Imbalanced
Classification, 168 EXPERT SYS.S WITH APPLICATIONS 1, 1–2 (2021).
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limited resources, enough to conduct about seventy-five audits per year, flagging
too many candidates potentially misses some risky targets.
Figure 15 shows feature importances from the random-forest model. As
suggested by the exploratory, industry riskiness is an important feature for
predicting breaches. Proxies for firm size such as market value and tax liabilities
are somewhat predictive, as are measures of stock volatility. Notably, only a few
indicators for industry (software, retail) and geography (New York and Chicago)
are predictive, with other dummy variables for these values taking on zero or
very low feature importance.

Figure 14: Baseline Results
2.

Text-Only Results

Next, I show models with only text features in Figure 16. These models
exclude any other firm-level information, as well as the manual featureengineering of key terms corresponding to SEC interpretive guidance for
describing cybersecurity risks. These results underperform the baseline models,
regardless of the particular model chosen. In general, this result is not surprising.
That being said, the text alone does seem to be somewhat informative.
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Baseline + Text Results

Combining the baseline features with text features performs similarly to
the baseline alone. While some models make some gains on recall, this may just
be noise. Precision also seems to be a bit lower across models. Figure 17
illustrates these results. Again, these results are driven by including all possible
features in the model, potentially leading to overfitting.

Figure 15: Feature Importance in Baseline Random Forest
4.

Selected-Features Results

For the final models, I remove the unimportant firm-level features from the
baseline features and retrain each model. Removing these features and retraining
the models considerably improves precision, though at the cost of some recall.
Figure 18 illustrates this tradeoff. Looking at random forest, gradient boosted
classifier, and adaptive boost, precision improves to about 0.4 in most years,
though recall drops to about 0.5. In this context, this tradeoff is probably
worthwhile as the higher precision suggests that the models are more judiciously
picking good candidates for audits, rather than flagging a broad range of
possibilities that exceed regulators’ auditing capacity.
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Figure 18: Selected Features Results
5.

Summary of Results

Overall, these results point to three conclusions. First, a machine learning
approach to auditing can find up to 25% of firms that will suffer a cybersecurity
incident in the following year. Second, within the constraints of a limited number
of audits (seventy-five in this case), the machine learning models allocate these
more efficiently. Third, fitting several highly complex models, discovering
which features have the most predictive power, and refitting models with the
features that provide the most signal, achieves the best results for predictive
accuracy, recall, and precision.
IV. EFFECTIVE AND TRANSPARENT ALGORITHMS FOR PREDICTIVE AUDITING
An algorithmic approach to cybersecurity regulation can certainly be
useful, though there still remains the question of how to use an algorithm in a
way that meets basic notions of fairness and inspires public trust. Although an
algorithm might improve beyond the static baseline number of random audits,
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the actual policymaking context could be more dynamic. As Ho, Engstrom,
Coglianese and others have warned, algorithmic decision-making without
transparency is unlikely to be successful in legal and administrative contexts.239
This Part introduced two central themes: using the “precision-recall”
tradeoff to optimize predictive auditing and using the “regress-and-round”
framework for creating transparent and simple algorithms that sacrifice a little
performance in exchange for high transparency and explainability. The basic
idea underlying this section is that while we might start with a complex machine
learning algorithm to solve a problem, regulators can make adjustments to fit the
particular policy context and think about how increasing auditing resources,
optimizing on transparency, and quantifying performance over time should
inform their regulatory efforts.
A.

Precision-Recall Tradeoff in Predictive Auditing

While this study is specific to cybersecurity, it speaks to a larger problem
in law regarding government auditing to detect rare events. Governments
frequently employ auditing as a tool to ensure that private actors are complying
with regulations. In U.S. federal law, some common examples include Internal
Revenue Service tax audits, Department of Labor fair-labor-standards audits,
and Federal Emergency Management Agency (FEMA) disaster-relief audits.240
These audits commonly target underlying activities that occur infrequently
among legitimate activities. Most people adequately report and file their tax
liabilities, most employers comply with fair-labor standards, and most recipients
of FEMA funds properly administer those funds. Indeed, a tiny percentage of
each of these activities constitutes the sort of fraud or vulnerability that these
audits are designed to uncover. Detecting these rare events is a problem because
the government has limited resources to conduct audits. Given these constraints,
governments may be concerned with ensuring that auditing activity is directed
towards undesirable activities.
As mentioned in Part III, in machine-learning terms, this problem is best
conceptualized as an imbalanced learning problem. Imbalanced learning refers
to imbalance in the outcome variable of a dataset.241 In this cybersecurity
context, the negative class (“no breach”) swamps out the positive class
(“breach”), as approximately only 2% of firms experience a breach each year.
The core problem with imbalanced learning problems is that accuracy can be
optimized simply by guessing the dominant class every time.242 However, when
used to make an actual decision, this type of model would not be useful. There
are technical approaches to imbalanced learning problems, such as random
oversampling and undersampling as employed in this study. Thinking more
broadly about how to map metrics to a policy context is also an important step.

239.
240.
(2022).
241.
242.

ENGSTROM ET AL., supra note 125.
Cary Coglianese & Alicia Lai, Algorithm vs. Algorithm, FAC. SCHOLARSHIP AT PENN. L. 2795, 2843
Seng et al., supra note 238.
Id.
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In policy contexts, precision and recall become relevant measures, but there
is a tradeoff between them. One could achieve a perfect recall (finding all
possible breaches) by assuming that every observation is a breach. However, the
precision of this model would be quite poor, and if a government agency had the
resources to audit every firm, then an algorithmic approach would not be
necessary. Similarly, a model could be very conservative and only make one
guess about firms likely to be breached, and if that guess is correct, it could stop
making predictions. While this approach would yield perfect precision, it would
miss many relevant cases, and again not be helpful for regulators who are trying
to find the riskiest companies. This concept holds outside the cybersecurity
context as well, as regulators frequently are implicitly optimizing the precisionrecall tradeoff when targeting their auditing activities.
Framing the precision-recall tradeoff as part of a policy decision can help
a decision-maker determine the optimal amounts to trade off on each metric. In
this cybersecurity context, a policymaker may prioritize maximizing true
positives, maximizing recall, and minimizing false negatives, while tolerating
weaker precision and a high number of false positives. These priorities are
plausible because false negatives (failing to detect a breach) are more costly than
false positives (auditing a firm that was not going to be breached). Similarly,
recall (finding all potential breaches) may be more important than precision (the
fraction of flagged firms that are actually breached). That being said, this
tradeoff does not suggest optimizing these quantities by totally sacrificing
precision for recall. Rather, contextualizing the tradeoff within the SEC’s actual
auditing program can help illuminate how policymakers should use these
metrics.
To illustrate, assume that the SEC’s auditing capacity is fixed at seventyfive audits per year. It will not conduct fewer than seventy-five audits even if
doing so would be cheaper, nor does it have the resources to conduct more in a
given year. Within these constraints, the SEC must optimize where to place these
audits to attempt to successfully detect companies that will be breached. Given
that the number of audits is fixed, the precision is somewhat irrelevant. If a
model flags twenty potential breaches, but only five were actually breached, the
precision would be 0.25, but the audits of the fifteen non-breached firms do not
represent any marginal cost to the agency. Thus, the SEC may prioritize recall
instead because it wants to make sure most of the riskiest firms do end up in the
audit pool, as it will not have additional resources to audit those firms if they are
not flagged. In situations where an agency wishes to conserve resources by
reducing the number of audits, or the number of audits it makes is unbounded,
prioritizing precision may be more sensible.
Figure 19 shows this tradeoff in the cybersecurity context. Using the
predicted probabilities from the gradient boosting classifier model, it plots the
precision-recall tradeoff. The “Random Audit” model guesses firms to pick for
audits at random, and this model does quite poorly on precision. The GBC model
on the other hand correctly flags several breached firms before guessing
incorrectly. Importantly, while precision drops considerably once recall reaches
about 0.5, auditors need not stop at that point. With seventy-five audits, the SEC
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could conduct audits up to a recall of about 0.71 before running out of resources.
Thus, while auditors would tradeoff a considerable amount of precision with
additional audits, doing so is not necessarily fatal to the enterprise as there are
resources to spare in this case.

Figure 19: Precision-Recall Tradeoff
B.

Simulation on Real-World Outcomes

I conclude with an illustration of how an algorithmic auditing approach
improves upon a randomized approach. Figure 8 shows how many breached
firms would be detected in advance for the 2015 fiscal year across 100,000
simulations. Occasionally, a regulator picking firms at random might find one
breached firm, and rarely would find two. In most simulations, a random search
would not yield any members of the positive class.
Figure 20 demonstrates the utility of an algorithmic approach over a
randomized one. Using the assumption that SEC audits are totally effective at
deterring a potential breach, it illustrates the potential reduction in breaches each
year. Assuming seventy-five audits are conducted in each given year, we see an
average reduction in breaches of about 18%. In the 2015 fiscal year, of the
twenty-four breaches in the dataset, five are flagged in advance.
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Figure 20: Breaches with and Without Predictive Audits
As seen in Figure 18, using the final models that select out unnecessary
features, in most years the models achieve both recall and precision in the
neighborhood of 0.4. While a poor precision score would generally be a problem
in most machine-learning applications, these results are quite promising when
contextualized as a public-policy problem. Although regulators would need to
sift through several companies that are unlikely to be breached, the high recall
suggests that they will eventually find companies that would have been breached
and can act to bolster their cybersecurity practices. Most importantly, the
algorithm eliminates a huge number of companies that it is confident will not be
breached, thus saving regulators time and allowing them to focus their regulatory
efforts on a smaller subset of companies. Table 5 illustrates this point with
sample results from the ensemble algorithm’s 2015/2016 predictions. A
regulator could be furnished with a list that safely eliminates several companies
from consideration, while allowing them to focus on the likeliest breach targets.
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COMPANY NAME

filing date

breach

pred

Hyatt Hotels Corp.

2/18/2015

yes

yes

Target Corp.

3/11/2016

yes

yes

Chevron Corp.

2/25/2016

yes

yes

Microsoft Corp.

7/31/2015

yes

yes

Tennessee Valley Authority

11/20/2015

yes

yes

Apple Inc.
Monster Worldwide
Inc.
Iron Mountain Inc.

10/28/2015

yes

yes

2/11/2016

no

yes

2/26/2016

no

Yes

Quest Diagnostics Inc.
Commercial Metals Co.

2/26/2016

no

yes

10/30/2015

no

no

Medallion Financial Corp.

3/11/2015

no

no

Marriott International Inc.

2/19/2015

no

no

Table 5: Sample Results for Predicting 2016

Breaches243

The main normative takeaway for legal scholarship as a whole is that there
is value to prediction. There is currently a live debate within law and lawadjacent literatures about the use of machine learning and prediction in legal
contexts.244 Much of the attention thus far has understandably been placed on
applications where decisions involve vulnerable populations and legally
protected classifications like race and gender.245 Thus, many of the examples
focus on areas like employment, housing, and criminal law.246 This scholarly
debate would be enriched by considering applications that do not implicate the
same equity concerns. In this case, predicting the cyber riskiness of corporations
shares little similarity with the aforementioned examples on equity and fairness
grounds. Instead, improving auditing efforts only improves efficiency, and is
beneficial to regulators, corporations, and the public alike. Audits themselves
are not costly for audited firms. While some firms may bear more of the costs of
precaution, this allocation is sensible if they carry more of the risk.247
C.

Simplifying Decision-Making

Regulators may also choose to deploy simpler models that are more easily
explained to outside stakeholders. Certain firm-level features are more
predictive than others. For instance, a firm’s industry’s riskiness, location (New

243. The “breach” column indicates firms that were actually breached in 2016, “pred” indicates firms that
were predicted to be breached in 2016. Blue indicates a “breach” value, and red indicates a “no breach” value.
244. Cary Coglianese & David Lehr, Transparency and Algorithmic Governance, 71 ADMIN. L. REV. 1, 4
(2019).
245. Barocas & Selbst, supra note 127, at 673.
246. Id.
247. See, e.g., Barocas & Selbst, supra note 127, at 719; Coglianese & Lehr, supra note 244, at 16.
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York, California, or Illinois), and stock volatility can be used to construct simple
decision rules. These models can also incorporate flags for whether a firm’s
disclosure contains elements from the SEC interpretative guidance and build a
simple model to guide auditing decisions. For complex policy decisions,
simplifying models can help with conveying the reasoning behind a legal
decision. Simple models may sacrifice performance on certain metrics, but the
added advantage of interpretability and ease of construction could be
worthwhile. Jung et al. detail this logic in depth.248 They argue for this “selectregress-and-round” approach.249 They advocate for a pipeline where the analyst
builds a complex model that serves as a benchmark, and then creates simple
rules to test against both this benchmark and human decisions.250 They highlight
the use of simple rules in judges making bail decisions, and note that simple
rules both outperform human judges and come close to complex models like
random forests.251
In the cybersecurity context, we can see the value of this framework by
using a decision tree and benchmarking it against the ensemble model. Figure
21 illustrates a classification tree built with these features alone on the same
2015–2016 period used above. The basic logic of the tree makes splits based on
market value and industry riskiness to make predictions about whether a
particular observation is a “breach” or “no breach.” Although the model does
slightly worse on recall than more complex models, it still does relatively well
and is much simpler to visualize. In lieu of the more complex models used
earlier, the SEC could choose to use a simple classification tree with some
manually engineered features to achieve comparable results. Importantly, this
simple model still avoids the accuracy trap of flagging everything as “no
breach,” and the recall trap of flagging everything as “breach,” as seen in Table
6.
One way to approach this problem would be to start with the more complex
models described above, and then map their complex decision rules to simple
ones for deployment in practice. The exploratory analysis and complex
modeling helped surface insights into which features were genuinely
informative, the types of mistakes that different modeling choices would lead to,
and the best possible performance of a model in this context. From these
complex models, it is possible for a regulator to narrow down the features to
prioritize and focus on creating a decision-making pipeline that utilizes that
simpler information (as I do here with a classification tree). This simpler model
can be used to explain the process and justification for important legal decisions,
even if more complex models were fit first. Critically, these models should not
be static. Observing real-world outcomes, adjusting regulations, and retraining
models should be a dynamic process that informs human decision-making in
policy contexts, not replaces it.

248. Jongbin Jung et al., Simple Rules for Complex Decisions 1, 3 (Apr. 4, 2017) (unpublished manuscript)
(on file with author).
249. Id. at 7.
250. Id. at 2.
251. Id.
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Table 6 and Figure 21 illustrate the tradeoff between simplicity and
accuracy/recall/precision. In 2016, the most complex models flagged four firms
as having high cybersecurity risk. The simpler classification tree model flagged
three firms, therefore missing one compared to the complex ones (Table 6). Yet,
despite this loss, the model itself is far more interpretable through visualization
than a random forest or other complex model (Figure 21). In percentage terms,
this represents a drop off from finding 22% of the incidents to about 16%.
Whether this tradeoff is worthwhile is a normative question and likely depends
on the institutional context.
observed breach
predicted breach
predicted no breach

observed no breach

3

18

3

879

Table 6: CART Confusion Matrix

Figure 21: Classification Tree
D.

Policy Implications

These results point to several important policy implications for improving
how the regulatory state approaches cybersecurity. The first is that government
auditing programs of complex industries should be reimagined to engage in
prospective prediction of future problems. This study demonstrated the utility of
such an approach in a cybersecurity context, but the broader notion has been
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explored by scholars such as Rory Van Loo.252 Reframing regulatory effort so
that it focuses on prospective identification of risky behavior and preventing
specific harms, rather than relying on enforcement after the fact, has strong
potential to unify the various goals of cybersecurity law. Further, regulators
should think about constraints on their capacity for regulatory activity. In the
cybersecurity example, audits are time consuming and only so many may be
performed in any given year. With these constraints in mind, optimizing
allocation should be a top priority for regulators hoping to use audits for
deterrence and information gathering.
Another broader implication of these results is that the regulatory state can
and should import thinking from computer science and statistics. Economics is
already a dominant paradigm for thinking through regulatory questions,
especially through mechanisms such as cost-benefit analysis. Data science also
presents exciting possibilities for achieving the broader goals of regulation
though. In this study, framing cybersecurity in terms of basic machine learning
metrics helped clarify where regulatory activity should be focused. In other
cases, using similar insights can help regulators think through not only how to
deploy new technologies, but also how to diagnose similar types of monitoring
problems and assess the usefulness of their programs.
This study also suggests some paths forward for legal development of
cybersecurity. Regulators and scholars have long understood that different
industries have different cybersecurity footprints; the question is how to use this
information to prevent systemic harms. One common theme throughout
cybersecurity law is the presence of information asymmetries between private
firms and the government. This study shows that basic information about a firm,
combined with some text, can help quantify its risk profile. This insight can
provide two avenues for further regulation. Both the federal and state/local
governments can focus cybersecurity law and monitoring on the handful of
riskiest industries, as New York did with financial services. Furthermore,
disclosures can be better calibrated to reveal relevant information. The basic
dictionary of relevant concepts taken from the SEC guidance was fairly
predictive—models could be improved if the SEC pushes for more disclosures
pertaining to the most severe cyber risks. For instance, evidence of compliance
with laws like Gramm-Leach-Bliley’s requirements for encrypting and securing
certain information can be highlighted in a disclosure.
One final consideration for policymakers is the extent to which algorithmic
approaches must respond to dynamic conditions. A major concern for
algorithmic approaches to predicting cybersecurity incidents is that a simple and
effective tool will be effective to game—firms can simply write disclosures in
such a way that gives the impression of good behavior. Responding nimbly to
these incentives by mixing random audits in with an algorithmic program can
help alleviate this problem, but other options may also be necessary.
Furthermore, for cybercrime incidents, perpetrators may become wise to
252. See Rory Van Loo, Regulatory Monitors: Policing Firms in the Compliance Era, 119 COLUMB. L.
REV. 369 (2019) (discussing the notion that more scholarly attention should be paid to the way the regulatory
state acts as monitors of corporate behavior).
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changes in cybersecurity policy resulting from better regulation and adapting
their strategies accordingly. Models therefore will degrade over time and must
be updated or discarded if they become ineffective. There is already substantial
support in the public policy literature for retraining machine learning models
such that they do not become gamed. One of the advantages of temporal crossvalidation is that it simulates this process of re-training models each time they
are used for making a public policy decision.253 Another solution to the problem
of bad actors gaming an algorithmic approach is using government data that is
not publicly available. These results are driven by public disclosures that are
made primarily to protect investors. Yet, there are strong justifications for
disclosures to the government that can be used as data without being
immediately publicly available.254 These dynamic problems suggest that
regulatory agencies likely cannot contract for algorithmic services without deep
knowledge about how to deploy them in a real-world context. This again
supports the notion that training regulators to think in computer science and
statistics terms, in addition to economics and law, can make these efforts more
successful.
E.

Future Work

There are several areas for future work to iterate upon these results. These
results are drawn from matching outcome data from public databases to publicly
traded companies. However, this construction is not complete. For instance, the
SEC flagged eighty-seven breaches in 2017, compared to the approximately
twenty breaches found for the same year by manually cross-checking publicly
reported breaches to companies in the dataset. Resolving these inconsistencies
would help bring the models closer to the ground truth and likely mitigate the
class imbalance problems.
A qualitative component that includes discussions with SEC auditors, firm
managers, and in-house cybersecurity personnel would also be helpful. Many of
the assumptions about how managers word their cybersecurity disclosures and
report their cyber risks are based on theoretical reasoning and second-hand
sources. Gaining more insight into how disclosures are actually crafted, and how
companies think about their own cybersecurity postures, would be tremendously
helpful in building better models. Moreover, speaking to regulators and learning
what their priorities are would help determine which metrics to prioritize and
how to target audits. In particular, gaining more insight into the exact mechanism
underlying the current choice of firms to audit would help establish a realistic
baseline beyond random audits.
Finally, a field experiment that validates the modeling would be invaluable.
While the temporal cross-validation provides some evidence of how the model
would have worked historically, this is not a guarantee of performance in the
253. Brownlee, supra note 236.
254. Van Loo, supra note 252 (stating such a change would require reimagining part of the government’s
role as a “regulatory monitor.” Indeed, Van Loo argues that the public does not pay attention to regulatory
monitoring, therefore rethinking whether these disclosures really need to be public to be effective as a data
source is prudent).
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future. Randomizing firms flagged by the model and observing differences in
breach rates would validate the model’s predictions. Creating an interplay
between training new models and real-world testing will ensure that the models
stay up-to-date and usable. Most importantly, targeting interventions at the firms
most likely to benefit from them creates an opportunity to assess the causal effect
of the audits themselves, and reevaluate the SEC guidelines and audits in light
of quantitative evidence.
CONCLUSION
This Article makes several key contributions to various areas of legal
scholarship. First, conceptualizing cybersecurity as a broad regulatory problem,
and one that the SEC can take an important role in, will help policymakers make
progress on this important issue. In pivoting toward regulation, it is also prudent
to reframe cybersecurity in terms of social science, computer science, and
statistics. This study looks to expand traditional scholarship by reframing
cybersecurity as a prediction policy problem. Predicting incidents before they
occur gives policymakers and organizations many more opportunities to prevent
the privacy harms that stem from massive data losses. Prevention would be more
effective than restitution, and tools that can aid in this goal would reshape the
current discourse around data protection law that focuses mainly on harms.
The second main contribution is providing a concrete example of how
algorithms can improve regulation, and in particular auditing and enforcement.
Several scholars have discussed this potential, and many have also shown its
utility through compelling applications.255 I specifically focus on the context of
regulators that are burdened with limited resources, and few tools at their
disposal besides audits. This is an important class of legal problems that goes
beyond cybersecurity and has implications for things like food safety
inspections, labor-standards violations, election auditing, etc. Developing a
nuanced perspective of machine learning in the law is important as auditing is
different from applications like predicting recidivism and should be treated as
such. As this body of scholarship grows, developing a typology of these
applications will be vital.
Finally, I show not only algorithms work to improve auditing, but also how
regulators should consider the unique challenges with using them in policy
contexts. In particular, I show the tradeoffs between different performance
metrics, and how in policy contexts we may be willing to trade them off against
each other in order to achieve a policy aim (i.e., trade off some precision to get
more recall and therefore detect more breached firms even though we audited
some safe firms). I also show how the “regress-and-round” framework can be
an important step forward in using machine learning to improve regulation.
Specifically, I show that after fitting complex machine learning models like
random forests, gradient boosted trees, and hard-voting ensembles, we can use
interpretative tools like variable-importance plots to determine what the main

255.

Van Loo, supra note 252.
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features are that drive an algorithm’s predictions. We can then fit much simpler
models that use a handful of features and produce simple and interpretable
models like decision trees that can be used to explain auditing decisions to the
public, investors, and other stakeholders. Beyond cybersecurity, this framework
will be important for building trust in algorithms in a variety of contexts.
Overall, I make the argument that policymaking is messy and complicated, and
we can and should sacrifice some of the performance of an algorithm in order to
meet other important political and social goals. Simply put, predictive
policymaking is not solely an engineering problem and benefits from this more
nuanced approach.
If successful, this study could also bolster current efforts to incorporate
artificial intelligence and data science into regulatory efforts. Mandatory
disclosure is a commonly used and powerful legal mechanism for ensuring better
institutional behavior. Scholars and policymakers have extolled the virtues of
disclosure for decades. New computational tools potentially allow us to harness
not only the fact that a disclosure is made, but the actual content of a disclosure.
Incorporating data science into the framework of disclosure law could spur a
flurry of innovative scholarship. Tools that make sense of the massive amount
of text generated by mandatory disclosure can improve regulatory efforts,
increase consumer information, and promote healthier corporate behavior.

